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Database Creation

In this initial section we will get an overview of some of the topics we will be covering as far as designing the
database, as well as an overview of the system tables in Texis.  The system tables contain the information that Texis
uses while processing queries.

A database in Texis is a directory.  All the system tables live in that directory, as do the user tables and indices by
default.  A database is created with the creatdb command, which takes the directory as an argument.

Designing the database

The design of the database is one of the key ingredients to a successful implementation.  The other is the design of
the application part.  We will cover both, sometimes together as they are interrelated.  For applications running on a
website performance is typically a major concern.  Users are not patient, and you probably want to make efficient
use of your hardware.  A second concern is how to write a maintainable application as efficiently as possible, which
we will also cover.

When discussing performance we will mostly consider a couple of principles behind improving performance.  The
first is to do work once when possible, and then use the results many times.  The second involves doing the work
that is needed as efficiently as possible.  Some methods we will use to avoid repeating the same work over and over
again include denormalizing, pre-building pages, and caching answers.  Methods to improve the efficiency of the
work include having the appropriate indices, designing the query appropriately and choosing the correct functions in
Texis.

We will also cover some of the basics of Texis and Vortex, which will serve as a refresher for many people, but may
bring some previously unnoticed things to light, or possibly prompt a few questions.  Hopefully if you are in the
camp of people who are modifying scripts you can gain a clearer understanding of the big picture.

Often there will be several possible ways of accomplishing a task, and the goal will be to choose the best method.
Many times you will find features in Vortex or Texis specifically designed for the task, in which case you should use
that method.  There may be new features that you aren’ t aware of, which will allow for simplification of some tasks
you are currently doing.

Standard tables

First we’ ll start with a quick tour of the system tables, and what information you can glean from them, and which
you might want to modify.  The standard sytem tables are SYSTABLES, SYSCOLUMNS, SYSINDEX,
SYSMETAINDEX, SYSTRIGGER, SYSUSER, SYSPERMS, and SYSSTATISTICS.  These tables store meta-data
about the database.  With the exception of SYSMETAINDEX you should not edit these tables without a very good
reason, and understanding the risks involved.

SYSMETAINDEX contains information that controls chkind.  The fields in SYSMETAINDEX are NAME, WAIT
and THRESH.  NAME is the name of the index.  WAIT controls the delay between checks of the index.  The index
will be checked approximately every WAIT seconds as long as chkind runs.  It may be longer if other index updates
are occurring.  THRESH controls the number of bytes of changed data to require an index update.  If there is no
entry in SYSMETAINDEX for an index the default is to wait an hour between checks, and look for a million bytes
of changed data.  Entries in SYSMETAINDEX are not removed if the index is dropped, so you can drop and
recreate an index while maintaining settings.
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SYSTABLES contains information about the tables in the database, including filename, creator, and type.  If the
filename is not a fully qualified path then it is relative to the database directory, and does not contain the extension.
Moving a table might be a valid reason for updating SYSTABLES.

SYSCOLUMNS contains information about the fields in the tables.  It is not used during normal Texis operation,
and is provided as a reference.  There should be no reason to edit this table.

SYSINDEX contains information about the indices in the database, including table, fields, type and filename.  The
filename follows similar rules to SYSTABLES, as do the suggestions for when the table might be updated.  The type
field contains a single character identifying the type of index.  If you have a really old database you might see 2 hex
digits instead (if so you might consider upgrading the database, as there may be other new features you are missing
out on).  The known types are:

TYPE DESCRIPTION

F,f Metamorph Inverted Index (being created)

M,m Metamorph Index (being created)

B Regular (BTREE) index

3,C Old style metamorph index (being created)

V Inverted index

T Temporary index

D Deleted index

SYSTRIGGER holds information about triggers.  Its information includes the name of the trigger, the table, when
the trigger is invoked, and the command to invoke.  This table should never need to be hand-edited.

SYSUSER contains information about the Texis users.  The two default users, PUBLIC and _SYSTEM are
automatically entered into the table when the database is created.  Their passwords are empty by default.  You
should not need to hand-edit this file.  If you have permission to copy a default SYSUSER.tbl file into the database
then you will have effectively reset all the user information.

SYSPERMS works in conjunction with SYSUSER and SYSTABLES, and assigns permissions on tables to users.
The permissions are bitmasks of permissions.  The creator of the table gets full permissions by default.  Any
permission that PUBLIC has is usable by any user.  The _SYSTEM user ignores permissions, and can do anything.

SYSSTATISTICS keeps statistics about tables, such as the number of rows and amount of data in them.  This
information is intended for the SQL engine to use to help it make better choices when choosing indexes.

Disk layout of the table and indexes

We will revisit this topic a couple of times.  As an introduction for large databases it is often true that a large portion
of the time is spent waiting for the disks.  There are several methods that may come to mind to improve the
performance characteristics of the disk IO.  Some of them are splitting tables and indexes onto separate disks,
preordering the data, and using a RAID controller to stripe the data (RAID 0).
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By default all tables and indexes live in the database directory.  You can use tablespace and indexspace to create
new tables and indexes in different directories.  This will give you many of the advantages of RAID 0, with the
added control of deciding what should go on each disk.

Ordering data for performance

Texis will read data in physical table order if there is no advantage to ordering differently.  This is designed to
improve performance by keeping disk seeks to a minimum.  If the data in a table is static then it is useful to load the
data in the order that you want to select the records most of the time, thereby avoiding the need for an order by.

Texis will read the data in a different order in a few cases.  If you specify an ORDER BY clause then the results will
be ordered accordingly.  If you are performing a LIKER or LIKEP query then the results will be in relevance rank
order.  If there is a single part of the WHERE clause, and an index to resolve it, the results will be in index order.
Examples of ordered result sets, using the Webinator html table:

• SELECT Ti t l e FROM ht ml  ORDER BY Vi s i t ed;

• SELECT Ti t l e FROM ht ml  wher e Ti t l e\ Met a\ Body LI KEP ‘ quer y’ ;

• SELECT Ti t l e FROM ht ml  wher e i d > ‘ - 1 hour ’ ;

Counter data type, other types

The counter data type serves two purposes.  One is to generate a unique value for a record, a surrogate primary key.
The second is to act as a timestamp, as the counter encodes the time it was created, and can be compared against
times, and will sort into creation order.  Requires locking enabled to generate unique values.  If the clock is set back,
then counters will still ensure unique values, however the date during the overlap period will be set to ensure that the
insertion sequence ordering is maintained.

The varchar datatype handles textual data within the database record.  Contrary to most databases a varchar field can
hold as much data as you want, and is not limited to the size initially given.  The initial size is used as a suggestion
to handle the data internally, as well as storing the field in compound indexes.

The indirect datatype holds a filename, and when performing text-search operations the contents of the file is looked
at, rather than the filename.  The filename is used for non text-search operations such as ‘=’ , ‘matches’  etc.  It is
useful if you have large amounts of text to index, and want to keep the table small, either due to other uses for the
files,

The blob datatype can also contain large text information.  It has some of the advantages of indirects, without some
of the disadvantages.  Blob fields store the text in a separate file from the rest of the record.  All blobs associated
with a table share a single file.  This allows for faster access to the records in the table, due to the smaller size, while
still allowing reasonable access times to the text data if the contents does need to be accessed.

Post-searching should be kept to a minimum, but will be a much bigger problem with indirects, as it needs to open
and read the file to do the post search.  Blobs also incur the penalty of extra IO when post-processing, but it is much
less as the file will already be open.

Strlst allows a list of strings to be stored in a single field.  When converting a string to a list of strings, the last
character in the string is taken as the separator.  For example: ‘a,b,c,’  converted to strlst will give a list with three
members, ‘a’ , ‘b’ , and ‘c’ .  When compared against a string with ‘=’  or ‘matches’  each individual item is compared,
so the above example would compare equal to ‘b’ .
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Database security

Texis can maintain users and passwords, and apply access control on a per user basis to each table.  You can grant
the ability to select, delete, update, insert from a table, as well as the ability to grant those permissions to other users.
By having a particular userid that owns the database, and all the programs run as that userid you can prevent
unauthorized access to the files that constitute the database.

Ways to improve security.  Even though you should plan for the worst cases, you should cover all cases.  For
example, by creating a user id to own the database and also having the executables setuid that user you will prevent
people from directly looking at the files, and enforce the permissions you have set up in Texis.  This still does not
protect you from the case when someone gains root access to the machine, and for that reason we suggest encrypting
sensitive information in the files.

You should also ensure that the script is not being served by the webserver.  The best way is to only have the
compiled vtx file, and not the source.

Importing Data

Once you have a database created the next task is to get some data into the database.  While there may be data that is
input interactively by users from a web-form, there is often a lot of data that is imported from existing data sources.
Timport, in both its standalone and Vortex form can help greatly.

TIMPORT - the program

Timport is an important method of getting data into Texis.  It is available both as a standalone program, and as a
function built-in to Vortex.  The timport program is useful when you are trying to import data directly into a table,
whereas the function in Texis allows data to be modified before and after the timport, as well as taking other actions
than a plain insert.

The timport program uses command line arguments and an option schema file to parse the data, and insert it into a
table.  It has builtin support for many common formats, and with the ability to define REX expressions to match
fields can handle most other formats.

The TIMPORT function in Texis

The timport function in Texis uses the same schema as the timport program.  It can accept data either from a file, or
from a Vortex variable.  The main advantages of <timport> in Vortex are the ability to process data before and after
the timport call.  Instead of putting the data into fields in a table the data is put into Vortex variables, where they can
be subsequently processed.  The DBF import format does not currently work the same as the others, and will not
work within Texis.

Timport Schemas

Timport knows several schema formats, designed to handle many common formats, as well as any format that can
be recognized by REX.  All except for the DBF format behave the same.  With .DBF files timport will simply create
a table with the corresponding schema and data.  For the other formats you can specify which fields you want
timport to populate or return, what the datatype should be, and where to get the data from.  A schema file consists of
a number of settings, and then the field definitions.  The basic format of the field definitions is:

f i el d  name  t ype  t ag  def aul t val ue



10

The differences between the various schemas lies in the format specified in the schema, and the usage of the tag
field in the field specifier.  The default schema expects data to be in mail-header format, e.g.

Name:  Val ue

The tag would be Name, and is case-sensitive.  If you start the tag with a forward slash then the tag is taken to be a
REX expression to match the tag.  For other import formats the value of tag are the field, column or subexpression
numbers.

Other common formats are delimited text, such as csv, and REX.  The delimiter is an argument to csv.  With REX
you specify an expression that will match the entire record.  If you are not familiar with REX there are a few
features in the REX syntax which are designed to ensure deterministic behavior, but can lead to confusion if you are
familiar with other regular expression syntaxes.  The most common causes of confusion are that repetition operators
apply to an entire subexpression, not just a single character, REX matches as much as it can, and doesn’ t backup,
and that REX is directional.  For example to construct the expression to match the mail header format is:

>>$\ RName: =\ P[ \ x20\ x09] * [ ^ \ x0d\ x0a] +

Dissecting the REX expression will give a good introduction to REX’s behavior.  The >> anchors the expression at
the beginning, which ensures us we will go forwards.  That is most important when you are searching for not
something.  For example if we started at the end we’d match the whole line, and then not be able to find Name:.

The $ matches a newline.  The \R forces REX to respect case.  Normally REX is case-insensitive.  Name: will
match that exact string.  The = ends the first subexpression, and indicates that we are looking for one occurrence of
Name: at the beginning of a line.  The \P is the preceding flag to REX.  The subexpression the flag occurs in, and all
preceding ones, must be found, however they are not considered as part of the hit.  There is a \F flag for following
which behaves similarly.  [\x20\x09] is a character set consisting of a space and a tab.  The repetion operator *
indicates zero or more occurrences.  This eats any whitespace after Name: and before the value.  The next
expression, [^\x0d\x0a] is also a character set, consisting of everything except carriage-return and linefeed.  The
repetition operator + means 1 or more occurrences, so there must be a value.

For the program timport you must specify database and table, either on the command line or in the schema file.  The
timport function in Texis will ignore those.

Other Import Methods

Sometimes Timport may not be practical for the importing you need to do.  In cases of specialized loaders, typically
being recreated from other loaders there are a few other methods you might consider for getting data into Texis.  The
most flexible, although likely the most work, is to use the API.  This is the same API that Timport and the Vortex
engine use, but allows you to do anything you want in your code, you should in general use the NCGDIRECT define
when using the API to talk to a database on the same machine.  Two other methods that can be used are to use the
Perl DBD driver, or the ODBC driver.  Due to the extra layer of overhead of Perl and ODBC the performance is
typically much slower than an equivalent Vortex script or API program.  For that reason they should only be used
for data import, or communication with other tools, but not for high volume end-user transactions.

If you are collecting data from a website you might consider using gw from Webinator, or the Vortex script walker.
These both can crawl a website collecting data.  Gw crawls to a standard Webinator table, from where you could
further process the results, while Vortex will let you get at the data while crawling.
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Processing batches

Processing large batches of data has it’s own challenges.  Inserting a large amount of data into a table can have
several negative impacts on performance.  One is that there is almost always a write lock on the table as the data is
inserted, which impacts search performance.  Secondly the disk cache for table and index is continually being
invalidated.  Thirdly the number of records that will be processed to accommodate Metamorph searches will
increase greatly until the end of the update, and the index has been updated.

It is important to make sure that Metamorph indexes are created or updated after the data is loaded.  Although the
chkind portion of the database monitor will update the index for you, when inserting or updating a large batch of
data it may make more sense to disable the automatic update, and do a manual update at the appropriate time.

If you are importing into a new table you should wait until the table is populated to create any indices except those
needed to load the data.  Typically these would be unique indices if the data were not known to be unique.

Handling continuous streams

Continuous data addition to the database presents different challenges.  You will have some unoptimized records to
search most of the time.  Depending on the rate of insertion you may be updating the metamorph indices relatively
frequently as well.  That needs to taken into consideration when sizing the machine.  Chkind is helpful when dealing
with continuous streams of data, as it removes the need to manually check and update the index.  An example of an
instance when you might want to override chkind would be if you had a search peak time of day.  In that case you
might want to force an index update right before the peak, both to ensure best search performance, as well as
avoiding the index update during peak loads.

Performance impact

We have alluded to a few different kinds of performance impact when loading data into a database.  To sumarize,
the main impacts are as follows.  First there is the actual CPU and IO load to do the insert.  This includes reading the
data, adding it to the table, and updating all the standard indexes.  This is largely unavoidable, but can be countered
with additional CPUs, and sufficient IO bandwidth.

Secondly there will be some impact due to locking the tables during the insert.  This allows data integrity to be
maintained in the database file.  If there is no read contention for the table this will not be a problem.  If the table is
being heavily read it can be a problem.

Third is the impact of searching the new records to resolve queries before the metamorph indices are updated.  This
is the extra IO of reading the new records, and then performing the LIKE query against them to see if they match.
With a relatively small set of new records the impact will not be large.  With a larger set you may wish to make sure
that the index is up to date, update a copy of the database, or else disable processing of the new list.

Finally there is the impact of updating the metamorph index.  We are working to reduce the impact of the update,
but the update does currently require a fair amount of IO and CPU bandwidth as it merges the new records into the
index.  Also with the switch of index the disk cache will have some catching up to do.

Creating Queries

Once you have some data loaded you will want to search it, as that is one of the main functions of Texis.  There are
two topics that are interrelated when it comes to searching the database.  The first is creating the queries, and the
second is creating indices.  They are interrelated because the indices you will need will depend on the queries you
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want to do, and the best way to write the query will depend on which indices you have.  Since the queries you do are
the driving factor, we’ ll consider those first.

Search strategies

When doing searches you will need to do something of a balancing act.  There is always a demand for more
complex searches, while often most users will be happy with a simpler search if it returns the results they want.
That is one of the main premises behind the LIKEP search.  A single simple search returning the best answers first.
If you can avoid the work of filtering thousands of records, or reordering, or having the user click the next page
button a hundred times, everyone will be a winner.  If you decide you need more complicated searches then they
should be carefully constructed both for performance, and again to return the most wanted results first.

Once you know what you want the query to do, the next stage is writing it.  The general rule when writing the query
is to put the most restrictive clauses first.  If you have a metamorph compound index you should generally put the
LIKE clause first, as that is one of the most expensive to evaluate if an index is not used.

Ordering clauses

{ Slide 3}   Clauses are evaluated in the order specified.  For that reason you should in general put the most
restrictive, or selective clauses first, and the most general ones last.  For each clause an index is chosen, if possible.
If more than one index can be used the indices are scored as to how many clauses they can help with.  Each regular
index is first examined quickly to estimate the percentage of the index that will be read.  If it exceeds btreethreshold
then the index is skipped.  The default setting of btreethreshold is 50.  If you have very large tables you may want to
lower the threshold.  The reason for skipping the index is that the system is counting on a later clause being able to
restrict the result set much further with less work.

Once the index has been examined for matching records, the list of matching records is merged with any prior list.
The result of the merge is the set of records that will need to be looked at.for the given conditions.  If the number of
records is less than maxlinearrows then Texis will stop looking for more indices.  The default setting is 1000.  The
rationale is that it should be faster to look at maxlinearrows records to determine if they match than to look for
another index, and process it.

If an index was created on multiple fields then it will be considered when the current part of the where clause being
examined matches the first field of the index.  If the first field is doing an ‘=’  query then it can use the index very
efficiently if the second field is paired up in the where clause.  This can be ensured using parentheses.  As entries are
pulled from the index any other field in the index that is also in the where clause, and has not yet been resolved, will
be examined.  For example if you had an index created on fields A and B, and in your where clause you are
comparing against A and B you could write:  … AND (A = $qA AND B = $qB) AND …

This is similar to the behavior of BETWEEN.  When Texis sees both a greater than and a less than together, it can
bracket the records fetched from the index more efficiently.  BETWEEN ensures they are seen together.  X
BETWEEN $loX and $hiX is equivalent to  (X >= $loX and X <= $hiX)

Joins and subqueries

Joins are done via nested-join.  There are some heuristics in Texis to reorder the tables in the join.  If these are
disabled (set nooptimize=’ join’ ) then the tables are looked at in the order specified.  The heuristics used by Texis are
to put any tables with no usable indices first, then any table that has a constant expression that can be evaluated with
an index, then it looks for tables that have conditions based on previously used tables.  This is repeated until all
tables are used.
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The idea behind doing tables with no indexes first is that you only want to scan them once, not repetitively.  Then
you want to try and get the smallest set of records at each point, so the work done will be kept to a minimum.  As a
developer you may know more about typical queries and data distributions, which may allow you to pick a better
table ordering.

Choosing the appropriate indices

The goal behind indexing is to improve search performance.  To do that it is important that the right index is used at
the right time.  Although Texis does try and use the appropriate indices there are several hints and clues that you can
use to guide it.  The most obvious first requirement is that the right index must exist.  For the LIKE family of
searches that would be a Metamorph or Metamorph inverted index.  For other search types that would be an
ordinary index, optionally unique.  If multiple indexes exist that could be used, then the index which will resolve the
most of the where clauses is chosen, otherwise the choice is currently undefined.

A second goal is to use as few indices as possible.  If you have fixed length fields that are commonly searched along
with full-text searches it may make sense to create a compound metamorph index.  These indexes contain both the
full-text information, as well as additional fields.  These indices can also help with ORDER BY.  Another way to
reduce the number of indices used to resolve a query is through the use of “virtual”  fields.  The virtual field operator
‘ \’  concatenates strings together with a newline separating fields.  This can often be used when you have several text
fields, and you want to search all of them, either for the same or different queries.  When ranking, due to lead bias,
you should put either the most important, or the displayed fields first in the list, although they should generally be
the same.

Metamorph Queries

Since one of the major benefits of Texis is the ability to do full-text searching you should be familiar with
Metamorph queries.

Metamorph Philosophy

The Metamorph engine works on the basis of set-logic.  Each term in the query is checked for membership in each
record, and if the appropriate terms are present the record is counted as a match.  Terms can be required, excluded,
or permuted.  Required terms must be present, excluded terms can not be present, and there must be at least the
desired number of intersections of the permuted terms.  The number of intersections is one less than the number of
terms present, so specifying @0 requires at least 1 premuted term be present.

Each term consists of a set of things that will match the term.  A term can be a single word, a set of words, the set of
strings that match a regular expression, a numeric range, or approximately match a term.

Query syntax

A Metamorph query consists of a sequence of terms that are being searched for, and optionally within and intersects
settings.  The intersects setting looks like @#, as we’ve just discussed.  The within directives are either w/ or W/
followed by a regular expression, a predefined setting, or a number.  The first is the start, and the second, if specified
the end (otherwise the start and end are the same).  The case of the W indicates whether the expression is included in
the hit.  This may be useful with hit-markup and mminfo.  Lower-case excludes the delimiter, upper-case includes it.
The predefined settings are line, sent, para, page, all.

Phrases are searched for either by enclosing the query in double quotes, or using a hyphen instead of a space.
Normally the Metamorph engine treats hyphens and spaces the same when searching.  In some cases that is not
desirable and you can disable the behavior with the hyphenphrase setting.
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A leading ~ on a term toggles the thesaurus setting for that term.  If the default is on, it disables it, and if off, it uses
the thesaurus.

In addition to using the thesaurus, it is possible to specify equivalence sets directly in the query.  That is done with a
parenthesized comma separated list, e.g. (color,red,green,blue) and is the syntax Vortex uses to pass a multiple item
list into the SQL engine.  Spaces are significant, so don’ t include any that are not intended.  Phrases are allowed, e.g.
(high tech,state of the art).

In addition to the ordinary word queries there are a number of special pattern matchers that can be used.  The one we
have already mentioned a few times is REX.  That is introduced with a / character, and is used to search for regular
expressions.

The other special pattern-matchers are the numeric pattern matcher, and the approximate pattern matcher.  The
numeric pattern matcher finds numbers in text, whether they are spelled out, or as digits, and can find numbers
within a range.  It is introduced with the # character.  The approximate pattern matcher looks for a pattern similar to
the desired word, and can handle transposition, dropped/extra characters including spaces.  It is introduced with %.

The special pattern-matchers do not make use of the index, which means the queries will be slower than keyword
queries.  You should take care to control where you make use of them.

Query protection

Since one of the main uses of Texis web scripting is designed to be processing user queries, in particular text search
queries, and some queries have the potential to do a full table scan, which will really hurt performance, there are
several query protection features built in to Texis.  These are enabled by default when using Web Script, but not
with tsql or the API.

If you are not getting the results you expect from a Vortex script you should always check for messages that are
produced.  By default these are HTML comments in the output.  This means they are not directly visible to the user,
but you can see them in the HTML source.  If you have your own <putmsg> function in the script you can change
the behavior of messages.

The default settings are fairly restrictive, and will only do searches that can be fully resolved using the index.  The
only potential for expensive processing is if your Metamorph index is not up to date.  All the settings are
individually settable with the <apicp> call.    They are enabled by default so that you will need to explicitly disable
them to change behavior, which is a good time to make sure you really want to do it.

The most common warnings you will see are “Query would require post-processing”  and “Query would require
linear search” .   There are a number of reasons that might cause a query to require post-processing.  Using the
special pattern-matchers and within processing will cause that.  If you only have a Metamorph index, not
Metamorph Inverted then phrases and LIKEP will also require post-processing.  The linear search is required if you
do not have an index, or the search can not use an index.  You should first make sure you have the best index for the
queries you are doing, and only then think about disabling the protection.

special pattern matchers, wildcards

Query processing options

The most common linguistic settings when search are suffix processing, and thesaurus use.  When suffix processing
is enabled suffixes from the suffix list are removed as long as the resulting word is at least minwordlen characters
long.  After that by default trailing vowels and repeated consonants are removed.  This last removal can be disabled
with the defsuffrm flag.
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There are two possible uses for the thesaurus.  With the thesaurus set, but keepeqvs disabled the thesaurus is used to
find phrases in the query automatically.  With keepeqvs enabled a set of words and phrases is generated to match the
query term.  If any of them is found, that term is considered to have matched.

To enhance searches you can customize the thesaurus.  This can be either a replacement of the thesaurus, or
modifications to the provided thesaurus.  The default thesaurus is large, and may have too many entries for a niche
application, in which case you could replace the thesaurus, otherwise you can edit the thesaurus.

For small edits to the thesaurus you can use the backref in interactive mode, otherwise you can create a file, and
have backref compile it in batch mode.

Different types of text queries in Texis

There are five different text-retrieval methods/clauses within Texis.

1. LIKEP
The most common clause. It provides the most detailed and accurate ranking of the output and as such requires
the most amount of CPU time. LIKEP factors the following match attributes when calculating the value
provided in the $rank variable.
Set frequency in corpus
Set frequency in document
Set match cluster proximity
Set match cluster ordering
Set falloff distance
Match cluster proximity to begin of field

The relative importance of each of these factors may be adjusted prior to any query by using the SQL "set
likep*" commands. Here are the list of LIKEP’s controlling factors: likepallmatch likepdocfreq likepindexthresh
likepinfthresh likepleadbias likepmode likeporder likepproximity likeprows likepstartwt likeptblfreq likepthresh
likeptime

2. LIKE
The other commonly used text retrieval clause.  It does not sort the output by rank, and only generates an
estimate of rank to look at.  It either returns the record, or it does not.  It is used when you want to find all
records matching a query and don’ t care about rank ordering.

3. LIKER
this is the first stage to LIKEP.  It does not do any proximity ranking, relying instead on the absence or presence
of the terms, and their relative weights.  While faster than LIKEP it is not particularly useful for short queries,
although it may be useful for large queries with lots of terms, when you are less concerned with proximity,
word ordering and lead bias, and only want to know how many occurrences there are.
likermaxrows likermaxthresh likerpercent likerrows likerthresh likerwt

4. LIKE3
performs the index portion of a LIKE query only.  Guaranteed to never post-process, although it does still
process the new record list.  Will perform as well as or better than LIKE.  LIKE will be equivalent to LIKE3 if
the index can resolve the entire query, otherwise LIKE3 may return matches that LIKE wouldn’ t.

5. LIKEIN
is an inverse of LIKE, used for profiling and routing, which we will discuss in depth later.
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Index types

There are three types of text index that may be created with Texis.

METAMORPH INVERTED

This is the most common index type. It contains a full inversion and complete positional and frequency information
of the input data specified by the "set indexexp" indexing regular expressions. This index should probably not be
used when the output will be ordered by some other non-relevance-rank factor.

This index is most commonly accessed by using the "LIKEP" SQL clause. It may also be used with LIKE, LIKE3,
or LIKER, but since these clauses do not make use of the positional information would generally be a waste of time
and disk space to use a full inversion with these clauses. A possible exception to this rule would be if there were
multiple LIKE clauses in the query, and one of them is a LIKEP but the rest are either LIKE, LIKE3, or LIKER.

METAMORPH

This index type is a low-resolution inversion index that is generally used in conjunction with the LIKE, LIKE3, or
LIKER clauses. The index contains frequency and rough positional information. The key advantage to it is that it is
very small and very fast at performing look-ups. A typical use for this index type is an "Author, or Title" keyword
search where the output is being ordered by a factor other than relevance ranking. Other uses for this index type
include multiple LIKE clause statements where go/no-go keyword matching is to be applied to one or more of the
fields.

METAMORPH COUNTER

This index type is rarely used but very powerful. The only reason to create this index is when you are using the
"LIKEIN" clause. It contains all the same information as a METAMORPH index plus additional proprietary data to
support the LIKEIN query type. The index may be also be used as a normal index for querying with the LIKEP,
LIKER, LIKE3, and LIKE clauses.

Index Issues

When creating a metamorph index, of any of the three types, there are a number of factors that should be taken into
account.  The index should be able to find the things you are searching for.  By default the index considers a word to
be a string of between 2 and 99 alphanumeric characters, and does not index noise words.  Texis respects locale
settings and asks the system which characters are alphanumeric.  You may wish to add or change expressions, or
remove the noise list depending on your application.

For example if you have a resume or software products database you may want to be able to search for C++ or OS/2.
You might add an expression with: set  addexp=’ [ \ al num+/ ] { 2, 99} ’  which would include + and / in the
index.  To remove the default expression and enter all your own you should say: set  del exp=0; .  You might do
that if you are going to be indexing single character words.

Another reason to switch index expressions is to handle 8-bit character sets if the locale is not set correctly.  The
most common expression to use is: [ \ al num\ x80- \ xf f ] { 2, 99}  which just grabs all the high-bit characters.
Metamorph also has a couple of character sets that define what constitutes a word and language character.  These are
settable as well.  Wordc defines what constitutes a word.  This is used to ensure you aren’ t getting substring
matches.  Langc is similar, and is used when looking at the query to determine whether it is language, or not, so
suffix processing should be applied, and wordc used to qualify the hit.  Wordc by default is [ \ al pha\ ’ ] , and
langc also includes hyphen [ \ al pha\ ’ \ - ] .
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If you have a CD database you might want to disable the noise list: set  keepnoi se=1;  so that you can search
for and find things like “Who are you”  by “The Who” .  You may also want to modify or disable the noise list if you
have state abbreviations that will be searched on.  IN, ME, and OR are all noise words.

Indexing

As we have mentioned before the purpose behind indexing is to improve search performance.  Since the indices
must be kept up to date, and the appropriate index determined it is not an advantage to create every possible index
due to the penalties when updating the data.

Regular Index

This is a btree index, used for ‘=’ , ‘>’ , ‘MATCHES’ etc.  Basically everything except LIKE queries.  It is used to
provide rapid access to a single or range of records in the database.  Btree indexes have an inherent ordering to the
data, as specified in the CREATE INDEX statement.

A btree index can be created on any datatype in Texis, and can include multiple fields.  The only limitation is the
amount of data that can be stored for each record.  You should generally keep the amount of data being indexed to a
maximum of a few hundred bytes.  When creating an index on multiple fields you should use the same principles
that have already been mentioned of putting the most selective fields first, or the most used if you will have lots of
different queries.  An index will only be used if the first field in the index is also in the query.  If so then the other
fields in the index will also be evaluated.

Btree indexes can also be designated as UNIQUE.  If that is done then records that have identical field contents in
the indexed fields will be rejected, and the INSERT or UPDATE will fail.  This can be used to ensure that duplicate
records are not inserted.

Metamorph Index

We have just covered the different types of Metamorph index while talking about Metamorph queries.  A couple of
additional notes covering virtual fields, and compound indexes.  These are two different ways of creating a
Metamorph index on multiple fields, each having their own use.

Virtual fields are created with string concatentation, with new-line separators.  It is used to perform a text search
across multiple fields at the same time.  The fields are not differntiated between when searching, however the most
important fields should typically be first due to the leadbias in LIKEP.

Compound Metamorph indexes allow for the additional indexing of other fields in the data.  These should be fixed
length fields, typically counter, date, int, double etc.  They are used for two purposes.  First they will be consulted
when filtering the record, which is more efficient than using another index, or post-processing.  Secondly it the
ORDER BY is completely resolvable with the additional fields in the index then it is used then.

Metamorph Index Updates

Creating and updating Metamorph Indices requires a relatively large amount of work.  The amount of work is fairly
constant, regardless of the number of records changed.  For that reason some of the work is deferred during normal
record updates to be performed at a later time in a batch.
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Manual vs. automatic

The index can be either updated automatically or manually.  Automatic updating is usually best if you have a fairly
continuous stream of changes to the data.  Manual updating is usually better when you do batch updates.  Automatic
updates are enabled by default, and controlled with the SYSMETAINDEX table.  SYSMETAINDEX contains the
name of the index, the period to wait between checks of the index, and the amount of new data that will trigger the
update.  By default it will wait an hour, and update if there are 1,000,000 bytes of new data.

These numbers should be adjusted to suit the data you have, and the rate at which it occurs.  It may require some
trial and error to get optimal settings for WAIT and THRESH, as you balance the extra load caused by indexing the
data against the extra work performed when searching the changed records.

When to update manually

The two most common reasons to update manually are if you process batches of changes to the data, or you have
large spikes in the search load.  If you process batches of updates you most likely want to update the index as soon
as the batch is finished.  Automatic updates have the potential to start in the middle of the batch, or wait for some
period once the batch has finished.

If you have large search spikes, for example financial news sites may get their peak load in the morning before the
market opens.  Knowing that you would probably want to update the index right before peak load, and depending on
the inflow of information, hold off updating the index till things quieted down.

How real-time searching works, how to disable

The real-time searching works by maintaining a list of records that have changed, and then looking at those records
to resolve the query.  This requires some extra effort to read and check each of the new records.  The effort to search
a single record is much less than the effort required to update the index.  With thousands of new records, or after
thousands of searches the balance might change.

As an aid to load management it is possible to disable the searching of the new records.  This might be used if you
are inserting a very large batch of records while searches occur, and you don’ t care about the real-time nature of the
update.  The was to disable the real-time searching is: set ignorenewlist=1; and you would reenable it by setting
back to 0.

Performance and Installation Notes

We will cover a couple of topics here, as they are somewhat related.  First are some of the most common issues with
installing Texis, and how to get the maximum performance out of the system.

Typical installation

Use setuid programs to eliminate problems with permissions.  Texis works best if all processes accessing the
database run as the same user.  Making the programs setuid is the best way of ensuring that on Unix systems.  The
most common programs you should be using are all symlinks to the monitor executable, which makes the task much
easier.  The only exception is if you are running our webserver, vhttpd, which typically must be started as root to
bind to port 80, and needs the correct userid set in the config file.  Having the programs all running as the same
userid means the database can be owned by that user, and only that user needs read and write permissions on the
directory and files.
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The most common programs you will use are texis for running scripts, and tsql for issuing ad-hoc SQL.  Other
useful commands are timport for importing data, creatdb for creating a database, ltest, which shows the status of the
locks.

Texis parameters

Texis can be controlled with a number of internal variables.  These change the behavior of Texis.  You can see
http://www.thunderstone.com/texisman/node147.html for a full discussion of the various properties.  They are
broken down into the following categories:

• Search and optimization – defaultlike, matchmode, predopttype, ignorecase, btreecachesize, ramrows, ramlimit,
bubble, optimize, nooptimize.

• Metamorph Parameters – minwordlen, keepnoise, suffixproc, prefixproc, rebuild, useequiv, inc_sdexp,
inc_edexp, sdexp, edexp.

• Rank Knobs – likepproximity, likepleadbias, likeporder, likepdocfreq, likeptblfreq.

• Other ranking properties – likeprows, likeptime, likepmode, likepallmatch.

• Indexing properties – indexspace, indexblock, indexmem, addexp, delexp, lstexp, addindextmp, delindextmp,
lstindextmp, infthresh, infpercent, btreethreshold, maxlinearrows, likerrows, indexaccess, indexchunk,
cleanupwait.

• Locking properties – singleuser, lockmode, locksleepmethod, locksleeptime, fairlock, lockverbose.

• Miscellaneous properties – tablespace, datefmt, indirectcompat, triggermode, paramchk.

Disk layout

Disk IO is one of the big performance killers.

Tables and indexes on separate physical disks

Do not use software RAID, remapping, or NFS.  One of the worst things you can do for performance is to make the
CPU do extra work with each IO or otherwise slow them down.  For that reason you should never use software
RAID.  If you decide that you want to use RAID make sure you use hardware raid.  If you do go with raid we would
suggest either RAID 1 or RAID 10 for update intensive situations, and RAID 5 for read only, where you want to
reduce the cost of disks.

Raid Description Results Recommendation

0 Disk Striping Very fast read and write No (reliability)

1 Mirroring Faster read, normal write Acceptable

1/0 Striped mirrors Faster read, normal write Best Raid to use.

3 Separate Parity disk Redundancy with high transfer/low transaction rate No

5 Distributed Parity High read rate (without failure), slow write rate For read only tables,
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maybe.  Generally No.

You should not use Texis to access a network-mounted database.  There are two main reasons.  First, the
performance of network file systems tends to be poor, as Texis will typically do random seeks and small reads,
which does not mix well with NFS.  Secondly if you access the database from two distinct machines there will be no
concurrency control between the machines, and you will run out of semaphores on both machines very quickly.

RAM: cache most-common index

When sizing the machine you want to keep most of the most used indices, as well as a reasonable chunk of the table
in memory.

Large number of records

Databases require some special consideration when dealing with either a large number of records, or a large number
of fields.  We’ ll discuss the case of a large number of records first, although in both cases we are trying to make sure
we do the least amount of work necessary.

When you have a large number of records one of the most important steps is ensuring that you are not reading
records unnecessarily.  Beyond that you need to make sure that the index is able to complete its work quickly.  Fast
search results on gigabytes of data, while easy to achieve for very simple, well-chosen queries, can be harder to
achieve with more complicated queries.  Don’ t be fooled by the fast results, and think all will work well.

A simple query, that should cause no problem would be a LIKE query on a single infrequent term, occurring in at
most a few hundred records.  You may want to try running a number of such queries initially to get an idea of
possible search performance.  The first couple of queries may be a little slow until the cache gets populated.

As the queries get more complicated, the amount of work that needs to be done increases, and the goal is to keep the
amount of work needed to a minimum.  The query protection features in Texis are designed to help with some
aspects of this, and help ensure that you are not linear scanning large amounts of data, or that you aren’ t hitting too
many words.  There are other flags that can be modified to improve search performance in some cases.

When searching a large number of records the order of the results is often critical.  The two most common orderings
are by relevance and by date.  LIKEP is the most common way to get results ordered by date.  In general you want
the initial search to be as simple as possible, and return good results.  While there may be some users who want
more control, or more options, if you produce good answers quickly the first time, you may be able to reduce the
number of more expensive queries as people fiddle with settings.

First for LIKEP is to make sure that you have a METAMORPH INVERTED index, and that it is kept upto date.
Linear searching records can be a big hit.  With an up to date METAMORPH INVERTED index the default query
protection settings in Vortex will ensure that you don’ t need to do a post-search on any records.  Some terms may be
dropped from the search if they are not resolvable.  <Putmsg> will be called in such cases which, by default,
displays in the HTML source, and vortex.log.

With a large data set it makes sense to enable likepallmatch for most searches.  This will cause Texis to look for,
and rank only those documents containing all the terms, rather than those containing any of the terms.  If one of the
terms is common then this will have a big impact.  If a likepallmatch search returns no results it may be acceptable
to switch to a non-likepallmatch search.
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Setting likeprows can also impact the search.  As Texis is generating the ranks it needs to keep track of the best
likeprows answers.  The lower the number the less it has to do.  For a simple likep search you can set likeprows to
the number of records needed (max + skip).

Another setting that can be helpful is likepindexthresh.  This can be used with large result sets to stop the ranker
after it has ranked a certain number of documents.

Large number of searchable fields

Many schemas are simple, with one text field that is searched against, and one or two other fields that are displayed,
or used to identify the record, e.g. id, title, body.  Other schemas have many more fields, sometimes with dozens of
fields that need searching individually or together.  We suggest that you carefully review such a schema to verify
that it is needed.  If it is, and you anticipate searching one to many fields with text queries the following can help.
Using the virtual field function of Texis, create an index covering all the fields you are going to be doing text
searches against, along with any fixed fields as a compound index, in addition to the indices you would normally
create.  If the search terms are concatenated together first, and searched against that index you stand a good chance
of reducing the possible result set as much as possible, as early as possible, which as already discussed is a good
idea.

For example, in a resume application you may with a SQL statement that looks something like:

<$nul l =’ ’ >
<SQL “ SELECT Fi r st Name,  Last Name f r om r esumes

WHERE Fi r st Name l i ke $qf name
  AND Last Name l i ke $ql name
  AND Ski l l s  l i ke $qski l l s
  AND Educat i on l i ke $qedu
  AND Ti t l e l i ke $qt i t l e
  AND Access l i ke $qaccess
  AND Resume l i ke $qr esume; ” >

There are a few possible ways that this might be improved, depending on how the data is stored.  The first thing to
look at is the Access field.  Using a like on the Access field can be a useful idea if there may be a few different
access codes attached to the record, and like can pull the appropriate one out efficiently.  Since we are going to be
building virtual fields that include the access code it makes sense to make the codes unique.  One way to achieve
that is to add a unique prefix to the front of the code, such as “ac_” .  This will prevent any confusion between access
codes and other words in the record.  This needs to be taken into account when writing the index expression.

If the various fields are simply extracted from the Resume field, then you probably want to search a virtual field of
Resume and Access first, e.g.

<sum “ %s “  “ ”  $qf name $ql name $qski l l s  $qedu $qt i t l e $qaccess $qr esume>
<$qf ul l =$r et >
<$nul l =’ ’ >
<SQL “ SELECT Fi r st Name,  Last Name f r om r esumes
 WHERE Resume\ Access l i ke $qf ul l

  AND Fi r st Name l i ke $qf name
  AND Last Name l i ke $ql name
  AND Ski l l s  l i ke $qski l l s
  AND Educat i on l i ke $qedu
  AND Ti t l e l i ke $qt i t l e
  AND Access l i ke $qaccess
  AND Resume l i ke $qr esume; ” >
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If the fields are not directly extracted from the Resume field, for example if they are processed to extract or
normalize the keywords, then you may want to do something a little different, such as:

<sum “ %s “  “ ”  $qf name $ql name $qski l l s  $qedu $qt i t l e $qaccess $qr esume>
<$qf ul l =$r et >
<$nul l =’ ’ >
<SQL “ SELECT Fi r st Name,  Last Name f r om r esumes
 WHERE Fi r st Name\ Last Name\ Ski l l s \ Educat i on\ Ti t l e\ Resume\ Access l i ke
$qf ul l

  AND Fi r st Name l i ke $qf name
  AND Last Name l i ke $ql name
  AND Ski l l s  l i ke $qski l l s
  AND Educat i on l i ke $qedu
  AND Ti t l e l i ke $qt i t l e
  AND Access l i ke $qaccess
  AND Resume l i ke $qr esume; ” >

Multiple machines sharing the load

When the load being handled is too much there are several strategies that can be used to solve the problem.  Some,
which are discussed elsewhere, include checking that the appropriate indices exist, minimizing the work done at
each interaction, and caching frequently performed operations.  If those fail to produce the desired performance you
may be able to add memory or CPU to the machine, or add machines to support the application.

If you decide that need several machines to support the load you are seeing then there are two ways you can split the
load, or with a combination of them.  The two ways are replication and distributing the load.  With replication you
have more than one machine with the same data, and queries can go against either machine and produce the same
result.  With a distributed system different portions of the task are split between machines, for example current
article searches on one machine, and archive searches on another.

Replication has advantages in that it is relatively simple to implement if the application allows it, and also provides
an inherent hot backup.  If one machine fails then the rest will still be running, abeit at a higher load.  To
successfully allow replication to work the system must not allow frequent user updates.  Batch or data updates can
be applied to one machine and copied, or applied to all machines.

Updates would only occur on the one machine the user was connected to.  If the volume of updates is low enough
you could either use triggers, or a script that submitted the update to all the machines.  Care would need to be taken
if a machine is taken offline, and then returned to use to make sure the data is synchronized.  When the volume of
updates is high you would be frequently updating all the machines, which negates the benefits of multiple machines.

With a distributed system the work is apportioned amongst a number of machines.  Where the split occurs will
depend on the application.  You might have relatively independent portions of the application that can be put on
different machines.  For example if you were doing news archive searches you might have recent news on one
machine, and archives on another machine.

Minimizing the work done on user interaction

To deliver rapid results to the user there are three things you can do.  You can use more hardware, as we’ve just
been discussing, do the work that needs to be done as efficiently as possible, which we’ve also spent some time
dicussing, and finally: don’ t do work you don’ t need to do.  The simplest form is caching, which we’ ll cover in a
little more depth later.  Suffice it to say that we don’ t want to do the same thing over and over again for every user,
if we can do it once, and store the results.
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There are other variations on a theme that can be used in many circumstances.  The basic premise is that if the work
can be done once as the database is being built, it’s better than doing the same work millions of times as it is
searched.  The two most common are preordering the data, and denormalizing the database.

If the data in a table doesn’ t change, and will be most often selected in a particular order, it makes sense to load the
table in that order, which avoids the need for an order by later on, remembering the ORDER BY caveats from earlier
on.  First LIKEP and LIKER results will be reordered, although records of equal rank will still be in table order.
Secondly if you have a query such as Dat e > ‘ - 2 days’  as the only thing in the where clause, and an index on
Date (which you should have), then you will get the results in Date order, regardless of table order.  For Metamorph
queries, or complicated WHERE clauses the results will be in table order.

Denormalizing the database can be of assistance by dramatically reducing the number of table reads that are required
to display the results.  If you consider a simple case where the search is against a single table which has many to one
relationship with two other tables to display resulting info.  If you are displaying 25 rows on a result screen, you
have gone from 25 record reads to 75 to display a single page, which taking into account the index reads to find
those records has probably tripled the work to display the page.  If you are actively searching against fields in
multiple tables the problem can get worse.

Normalized tables certainly have their uses, as they avoid problems of duplicated data that can get out of synch,
which makes denormalizing a tradeoff that needs to be considered.  If the joined data can change frequently, which
would incur frequent updates of many tables then maintaining the join would be sensible.  However the basic
principle we are trying to follow is to locate the information the user wants as quickly as possible, and get it to them.

Caching frequently accessed results

As we have been discussing reducing the work done on user interaction is an important way to reduce the load on
the system, and to allow the system to scale better.  One way of achieving that is to cache frequently accessed
results.  If you are doing the same queries time and time again with the same arguments you have a candidate for
caching.  Some examples of cachable pages are tables of contents, category pages, and most popular items.

How frequently you need to update the cache will depend on the application, as does the method used to fill the
cache, and purge it.  If you have a relatively static application, such as our Open Directory project, where you might
update the database weekly, you can build all the category pages during the data load, since they will be constant for
the week.  This is especially true if the pages would require a lot of effort to build, which the Open Directory ones
do.

In other cases you may want to wait until a page is generated to cache it, and possibly maintain it for a more limited
time.  An example would be if you had a product detail page, similar to an Amazon page, that was generated from a
product table, which was editable, a vendor table, which would be relatively static, and user comments, that were
dynamic.  You might find that a large number of products are rarely looked at, whereas the most popular ones are
looked at most often.  If the product is changed you can delete the cached page, and allow it to automatically
regenerate, and you might also delete entries that are older than some limit.  The script below illustrates a simple
caching proxy written in vortex.

<SCRI PT LANGUAGE=vor t ex>
<A NAME=mai n>
<$r qp=( $SCRI PT_NAME+$PATH_I NFO+ ’ ?’  +$QUERY_STRI NG) >
<SQL MAX=1 “ sel ect  Ht ml  f r om cache wher e Pat h=$r qp” >

<send $Ht ml >
<exi t >

</ SQL>
<$machi nes=sear ch1 sear ch2 sear ch3>
<r andpi ck $machi nes>
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<$hr q=(  ’ ht t p: / / ’  + $r et +$r qp) >
<f et ch $hr q><$Ht ml =$r et >
<send $Ht ml >
<SQL NOVARS “ i nser t  i nt o cache ( i d,  Ht ml ,  Pat h)

val ues( count er ,  $Ht ml ,  $r qp) ” ></ SQL>
</ A>
</ SCRI PT>

The script doing periodic deletes can use the id field to target old entries.  E.g. del et e f r om cache wher e
i d < ‘ - 10 mi nut es’ ;  to remove entries more than 10 minutes old.

In some cases you may not want to cache entire pages, but just parts of pages, based on particular variables.  This
can be done easily in Texis with the use of <capt ur e>.  It allows you to collect what would be output into a
Vortex variable.  That can then be sent and stored, similar to the results of <f et ch> above.

Seek optimization

As we have mentioned before pre-ordering the table can be useful, for two reasons.  The first is that you can avoid
causing Texis to do more work.  The second is that disk reads are more efficient if done in sequence.

Vortex Introduction

Texis Web Script (Vortex) is an HTML-based, server-side scripting language that makes creating, deploying and
maintaining Web-based applications easy. It combines into one package four of the most needed facilities:

1. Texis: An object enabled SQL RDBMS

2. Metamorph: Concept-based text retrieval

3. Vortex: A CGI scripting language and compiler

4. Texis Web Server: A fast web server with integrated Vortex

The fundamental idea behind Vortex is to extend HTML with programming capabilities which are directed towards
the most commonly performed Web activities. This extended HTML language is called Vortex. HTML was chosen
as a base language because it is widely known and conducive to scripting. It also makes output and script code easily
intermixable.

Location

Vortex scripts reside in HTML files on a Web server, and are run by the CGI program t ex i s  on the server upon
request of a Web browser. The location of the script is derived from the relative path given in the URL, which is
translated to a path in the HTML document tree. It may also be given on the command line if t ex i s  is run directly.

Easy config

Since Vortex is a server-side language, users do not need a particular browser version to utilize a Vortex application,
nor download and install a helper app or plugin. Also, because script paths are derived from the URL, no additional
configuration or directories are needed to install them.
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Execution

When a script is run, t ex i s  compiles it into an object file, with a . v t x  file extension, which is then executed. This
enables a Vortex script to run much faster than if it were interpreted every run, such as a Unix shell script or Perl.
Compilation is completely transparent to the user, and happens instantly and automatically only when needed.

Speed

While Vortex scripts will run on any web server that supports CGI, by replacing the web server/CGI t ex i s
combination with the Texis Web Server ( vht t pd ), Vortex applications can gain additional speed. The Texis Web
Server is more "streamlined" than most, and Vortex is built-in. This enables Vortex scripts to start 20% faster than in
a typical web server/CGI environment. However, the real advantage to vht t pd derives from its smaller resource
footprint. Less process slots and memory are used per transaction than other servers. This frees resources to support
more hits per second on the same platform.

Entry/exit scripts

Additionally, vht t pd supports entry and exit scripts. A Vortex script can be configured to run at the start and end
of every transaction on the server, even for non-Vortex hits like file transfers. These can be used to establish look-
and-feel, security, and logging functions across an entire web site, maintained in one place.

Hello World

Most programming languages start with a "Hello world" example, so why break with tradition? Here’s our example:

  <SCRI PT LANGUAGE=vor t ex>

  <A NAME=mai n>                      <! - -  Funct i on decl ar at i on - - >
    <BODY BGCOLOR=whi t e>             <! - -  HTML out put  - - >
      Hel l o wor l d!
      Your  addr ess i s :  $REMOTE_ADDR  <! - -  Var i abl es use $- s i gns - - >
    </ BODY>
  </ A>

  </ SCRI PT>

If we copy this to a file named exampl e in our Web server’s document root dir, we can run it via our browser to
see the results:
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What exactly happened?

1. We entered the URL ht t p: / / www. mysi t e. com/ cgi - bi n/ t exi s/ exampl e in our browser and hit
Enter. (Note: obviously, you’ll need to replace www. mysi t e. com with your server’s name.)

2. The web server invoked t ex i s  , which look at the URL and ran the script exampl e . Since this is the very
first time the script has been run, it was automatically compiled into the object file exampl e. vt x  . Vortex
then started running the script at the default entry function mai n .

3. The mai n function displays the "Hello world" HTML and the value of the variable $REMOTE_ADDR .

4. The mai n function and the Vortex script end. t ex i s  exits, and our browser disconnects from the web server.

Let’s look at the syntax of our example script in more detail...

Script Syntax

Let’s look at the previous script in more detail:

SCRIPT tag

Vortex scripts start and end with <SCRI PT> tags denoting the language as Vortex.

Functions

Vortex script functions are declared with <A NAME=name> tags, and end with matching </ A> tags; declared
function names are case-sensitive. When a script is run, the entry function is executed, which is by default mai n .
All scripts must have a mai n function, so our example declares one. There are other types of functions, such as
builtin and user functions, which we’ll see later.

Statements

In this simple example we have no statements or function calls in mai n , but if we did they would closely follow
HTML tag syntax. Any text in a function that is not recognized as a Vortex call is just printed out as-is. Thus our
<BODY> tags and text are printed out.
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Leading spaces are stripped from output lines. This allows Vortex code to be indented for readability, but saves the
network bandwidth of sending lots of extra blank space. Any HTML comments in the script are also ignored and not
printed out.

Variables

Variables are referenced with a dollar sign, so the variable $REMOTE_ADDR is printed out in this example.
$REMOTE_ADDR indicates what address your browser is on; Vortex automatically sets this from the Web server’s
CGI environment. Variable names in Vortex are also case-sensitive.

Errors

Any errors - eg. bad syntax, table not found, etc. - are printed in HTML comments in the output. (They are also
logged to the file / usr / l ocal / mor ph3/ t exi s/ vor t ex. l og , or c: \ mor ph3\ t exi s\ vor t ex. l og
under Windows.) The comments keep the casual user from seeing the errors, yet allow programmers to easily see
them in context by viewing the HTML source. (In non-HTML or compile mode, the comment tags are left out.) Our
simple example produces no errors, but here’s a hypothetical one:
015 / scr i pt s/ t est : 178:  Var i abl e expect ed i n t he f unct i on vx_par se

Error messages have a standard format that tells us something about the error. Each starts with a 3-digit code:
numbers below 100 are errors, 100-199 are warnings, everything above is usually informational. Here 015 tells us
this is a usage (15) error (less than 100). The script name and line number are given next, if applicable: this error
happened on line 178 of / scr i pt s/ t est  . Then the message describing the error is given, possibly with the
internal C function that it occurred in (this is useful for Thunderstone tech support).

Error messages are an important debugging tool. A script can catch some of its own error messages to recover from
them on the fly; we’ll cover that in the section on Dynamic Error Handling .

URL Syntax

Since Vortex runs as a CGI program, its URL syntax uses CGI standards. (If you’re not familiar with it, you might
wish to read an overview of CGI, particularly what common CGI variables the Web server sets.)

Basic syntax

A simple Vortex URL looks like this:

ht t p: / / www. mysi t e. com/ cgi - bi n/ t exi s/ exampl e

The first part, ht t p: / / www. mysi t e. com/  , simply refers to whatever Web server Vortex is installed on.

Next, / cgi - bi n/ t exi s  tells the Web server to run t ex i s  - the program that runs Vortex scripts. Programs in
the CGI directory cgi - bi n (usually a subdirectory of the Web server root) are executed by the Web server when a
URL starting with / cgi - bi n is browsed.

Finally, / exampl e is the URL path to the Vortex script. This tells Vortex what script to run - exampl e in this
case - and to look for it relative to the server’s document root directory.
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Default script

If the script path (/ exampl e ) is missing from the URL, Vortex will execute the default script
/ usr / l ocal / mor ph3/ t exi s/ t est db/ i ndex  . This helps capture URLs mis-typed by the user instead of
presenting an error message.

Note that all of the info on where t ex i s  is, what script to execute, and where the script is located, is derived from
the URL and CGI environment variables set by the server. This eliminates the need for an additional config file.

The $url variable

One of the most common things a Vortex script does is generate a URL back to itself. For example, a search script
may show a list of hits, with each hit linked back to the script to show details on a given result.

This is where the special variable $ur l  is handy. It is automatically set by Vortex to a full-path URL to re-invoke
the current script. So a script could link back to itself with the following code snippet:

  <A HREF=$ur l >Det ai l s</ A>

Not only is this easier than writing out the URL by hand, it is portable: if we rename the script or move it to another
server, the script’s links do not need to be re-written. The $ur l  variable is also very important because it contains
state information, as we’ll see in the section on State Retention .

There are more parts to a Vortex URL that we’ll discuss later, as we need them.

Variable Dump

The web server sets many useful environment variables for CGI programs. Vortex uses some to find out what the
script is and how to set $ur l  . We can obtain a list of these variables with the - dump option; this can be specified
on the command line, or more usefully in the query string:
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The Environment section lists the environment variables set by the web server. These are all available to Vortex
scripts as Vortex variables of the same name: eg. $REMOTE_ADDR as used in our first example. Under the
Variables section we can see several special variables that Vortex sets itself, derived from the given URL.

The - dump option can find out extra information your web server is telling your script - for example the
REMOTE_HOST that a user is coming from. It is also a useful debugging tool if paths get confused; it tells exactly
what file Vortex is looking for a script ($sour cepat h ) in case the document directory is unknown.

varinfo

The <var i nf o> function in Vortex is another useful debugging tool. We can use it to find out the type and size of
variables, as well as the MIME content-type and filename from multi-part uploads (see Multi-part File Uploads ).

User Input

A fundamental operation in any language is obtaining user input:

  <SCRI PT LANGUAGE=vor t ex>

  <A NAME=mai n>
    <FORM METHOD=post  ACTI ON=" $ur l " >
      Ent er  some t ext :  <I NPUT NAME=t xt  VALUE=" $t xt " >
      <I NPUT TYPE=submi t >
    </ FORM>
    <P> You ent er ed:  $t xt
  </ A>

  </ SCRI PT>

(Run this example. Download the source.)

If we copy this script to a file named exampl e in our web server’s HTML document tree, we can run it with our
browser (next page):
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User Input - Continued

We ran the preceding example in our browser and it looks like this:

If we enter "Jack & Jill" in the form and submit it, we get the following (next page):

User Input - Continued

We entered some text, submitted the form, and our browser now shows this:

What happened was:

1. We submitted the form, with the <I NPUT> tag t x t  set to Jack & J i l l  . Vortex automatically copies any
form data - GET as well as POST - to Vortex variables of the same name. So our $t xt  variable is set to Jack
& Ji l l  .
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2. mai n prints the form - pre-filled with our submitted text because $t xt  is set.

3. The mai n function ends, and the script ends.

HTML escapement

An important feature to note here is that we entered data that needs HTML escapement when printed - the
ampersand (& ). Vortex automatically HTML escapes variables when they’re printed, so we don’t need to worry
about it. (We can verify this by looking at the HTML source in our browser - the & is shown as &amp;  .)

Variable Manipulation

A Vortex variable is denoted by a dollar sign ($ ) immediately followed by a name. Variable names consist of
alphanumerics, underscores, spaces or periods, and are case-sensitive (ie. $val ue and $Val ue are distinct
variables). Except for local variables or function parameters, variables do not need to be explicitly declared. Nor
does a variable always have to be a particular type; that is determined when it is assigned.

Assigning Values

Variables are automatically initialized from CGI form variables, environment variables, and cookies on script
startup; there is no need to explicitly initialize them. A variable can be modified with an assignment statement:

  <$pr ef i x  = " r e" >

This assigns the string value " r e"  to the variable $pr ef i x  . Variables can also be set by some functions and
statements, such as <SQL> .

Some variables are special and have reserved uses, such as $r et  for the return value of functions, or $l oop for the
iteration count in looping statements.

Displaying

A variable is printed by simply giving its name with a dollar sign in the Vortex script. If the variable name contains
spaces, or is adjacent to text not part of its name, it must be quoted to delimit it:

  The val ue of  pr ef i x  i s :  $pr ef i x
  I  $’ pr ef i x ’ opened t he case.
  The cost  i s  $$100.

In the second line above, $pr ef i x  is adjacent to opened , so it is quoted to distinguish it from the erroneous
variable $pr ef i xopened . To print a literal dollar sign, it must be escaped with two dollar signs, as in the third
line above.

As we’ve seen, variable values are automatically HTML-escaped when printed, if the MIME output type is HTML.

Math

SQL math can be used in variable assignments by enclosing the right side in parentheses. The right side can then be
just about any valid SQL expression:

  <$x = ( $x + 5) >               <! - -  Add 5 t o $x - - >



33

  <$y = (  ’ my ’  + ’  t est ’  ) >    <! - -  Concat enat e st r i ngs - - >
  <$z = ( count er ) >              <! - -  Make a new count er  - - >

Other assignment methods

Besides an assignment statement, variables can be set from the result rows of a <SQL> statement, as the return value
of builtin/user functions (eg. $r et  ), or as special variables in some circumstances.

Scope

All variables are global by default, meaning they are visible in every function. Local variables - only visible to a
specific function or block - can be declared as well. The most common form of these are function parameters, which
we’ll explore later.

Variable Values

A variable isn’t just one value, but an array of zero or more values. This is because lists of values are ever-present in
Web applications: SELECT boxes on forms, result columns from SQL, etc. The implicit array nature of Vortex
variables makes it easy to manipulate such lists, as we’ll see in our next example:

  <SCRI PT LANGUAGE=vor t ex>

  <A NAME=mai n>
    <$col or s = r ed or ange yel l ow gr een bl ue pur pl e br own bl ack>
    <FORM METHOD=post  ACTI ON=" $ur l / show. ht ml " >
      Pi ck some col or s:  <P>
      <SELECT NAME=user _col or s MULTI PLE>
        <opt i ons $col or s $user _col or s $col or s>
      </ SELECT>
      <P> <I NPUT TYPE=submi t >
    </ FORM>
  </ A>

  <A NAME=show>
    You pi cked t hese col or s:
    <TABLE><TR>
      <LOOP $user _col or s>
        <TD BGCOLOR=$user _col or s> $user _col or s </ TD>
      </ LOOP>
    </ TR></ TABLE>
    <mai n>
  </ A>

  </ SCRI PT>

(Run this example. Download the source.)

You might wish to open the next page in a new browser window, so that you can easily refer to the script source as
we discuss it.

Let’s run the script (next page):
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Variable Values - Continued

If we run the previous page’s example, we see a form:

(Run this example. Download the source.)

Our script ran the function mai n , which assigns a list of values to $col or s  . In order to print a SELECT box, we
need to print an OPTI ON tag for each value. The builtin function <opt i ons> takes care of that for us.

Let’s select a few colors and submit the form (next page):

Variable Values - Continued

If we select red, yellow, green and submit the form, we see this:
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(Run this example. Download the source.)

Entry function

The form’s action URL was $ur l / show. ht ml  . That means that when we posted the form, it re-invoked the script
($ur l  ), but Vortex started at the function show instead of the default mai n . Also, the output MIME type will be
HTML (. ht ml  ), which is the default anyway. With this addition to the Vortex URL syntax, we can control where
the script starts. This enables us to neatly split the script into a function which prints the form (mai n ) and one
which services it (show ), without an "if" statement.

LOOP statement

The show function displays the colors we selected ($user _col or s  ) in a simple table with varying background
colors. For each color, we need to show a table <TD> . So we use the <LOOP> statement in Vortex. This takes a
variable, and executes the statements inside the block (up to </ LOOP> ) once for each value of the variable. Inside
the loop, the $user _col or s  variable is "dereferenced": only its currently-iterating value is visible. It is known as
a loop variable .

For good measure, we print the form again so we can change our selections. We do this by calling the <mai n>
function directly, which prints the form. Now another feature of <opt i ons> comes in handy - when we print the
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SELECT box, we want to highlight the options we’ve already selected. The second argument to <opt i ons>
handles this: it’s a list of values to highlight.

With just a few lines of code, we’ve handled some otherwise tedious tasks:

• producing a <SELECT> box for a list of values

• getting a multiple-value variable from a form

• constructing a <TABLE> from those values

• re-printing the form with proper pre-selected values

LOOP

Other than the looping operators, such as <LOOP> , <SQL> , or <f et ch> , there is no way to access the individual
members of a variable. This is consistent with Vortex’ overall philosophy of making common tasks easier; other
languages bog down with multi-statement f or  loops, counter variables, and end-of-loop checks to manage arrays.

The <LOOP> statement, which we used in the previous example, is worth a closer look:

  <SCRI PT LANGUAGE=vor t ex>

  <A NAME=mai n>
    <$t hi ngs= appl e hai r    l emon  l eaf   ocean gr ape  soi l   ni ght >
    <$col or s= r ed   or ange yel l ow gr een bl ue  pur pl e br own bl ack>

    <LOOP SKI P=2 MAX=4 $col or s $t hi ngs>
       Col or  #$l oop i s $t hi ngs $col or s <BR>
    </ LOOP>
    The next  col or  i s  #$next
  </ A>

  </ SCRI PT>

In this example we have two parallel lists, $t hi ngs  and $col or s  . We iterate over just 4 members of the list
(MAX=4 ) - after skipping the first 2 (SKI P=2 ).

If we run this script, we see the results:
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We skipped the first 2 values of each variable, and printed the next 4.

Note the special variables $l oop and $next  . $l oop is set each iteration to the current list index (counting from
0). $next  is set to the next value’s index (or to think of it another way, the current value’s, but counting from 1).

Variable Types

A variable’s type denotes what kind of values it contains. A variable may have any Texis SQL type, eg. var char
for a simple text string, i nt  for integers, or count er  for a counter field. The type of a variable depends on how it
was assigned. Returned variables from <SQL> statements have the type of the corresponding table column. An
assignment statement determines the type of the assigned-to variable from that of its arguments. The type of the
return value of user/builtin functions depends on the function.

Casting

Where needed, a variable’s values are cast , ie. copied and changed to, a different type. For example, passing an
integer variable to a SQL statement that expects a var char  field, will automatically cause the integer value to be
cast to a string.

A variable’s type affects how it is used in expressions, most notably comparisons. Integer values are compared
numerically, so the integer 123 is greater than the integer 45. Strings (var char  type) however, are compared
alphabetically, so the string value 123 is less than the string 45 , just as abc  is less than de .

IF statement casting

It is useful to note that in an <I F> statement where two values of different types are compared, it is the left value’s
type that controls the comparison. For example:

  <I F $x l t  123>

If $x  is an integer, then it is compared numerically to 123. However, if $x  is a string type, it is compared
alphabetically. To avoid this ambiguity, put the literal value on the left when possible:



38

  <I F 123 gt  $x>

Literal Types

A literal value used in an assignment statement has one of two types, string or integer. If all the values are
normalized (no leading zeros) integers of 8 digits or less, the variable’s type is integer. In all other cases it is a string.
This ensures that characters are not lost from the original value if it looks like another type but is cast to a string
later. The same rule holds true for initial values, eg. from CGI, the environment, etc.

Variable Initialization

When a script starts, the initial values for global variables come from one of several sources, in order of precedence:

1. URL state
<EXPORT> variables from the URL.

2. State table
<EXPORT> variables from the state table.

3. Command line
Variables initialized on the command line.

4. Environment
Environment variables, such as REMOTE_ADDR .

5. HTTP cookies
The value of any HTTP cookies sent by the Web browser.

6. Query string
Ordinary URL variables given in the query string of the URL (ie. via the GET method on a form, or
<EXPORT QUERY> variables).

7. POST content
Query-string style variables given in the content (ie. the POST method on a form). These could also be
multipart MIME variables from a form upload (see the section on Multi-part File Uploads ).

These sources are checked in order, from first to last: the first source that has values for a given variable will be
used. Only values from this first (highest precedence) source will be used to initialize the global variable. If none of
these sources has a value for the variable, it has no initial values.

Because of this ordering, lower-precedence values cannot override higher ones when more than one source has
values for the same variable. For example, a sensitive environment variable like $REMOTE_ADDR will not be
overridden by a query-string variable of the same name. This helps prevent (un)intentional manipulation of a script’s
variables by the Web client: more "trusted" sources are used before less "trusted" ones.

(This precedence ordering can be altered in <EXPORT> variables by using the USEROK flag; see the manual on
<EXPORT> .)
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Functions

There are several kinds of Vortex functions:

• Script functions
Functions written in the script itself, declared with <A NAME=name> tags. These are called with named
parameters, can modify global variables, and may or may not set $r et  .

• Library functions
The same as script functions, but stored in the library. We’ll discuss them in the section on Vortex Library
Modules .

• Builtin functions
Functions inherent to Vortex, such as <f mt > and <sum> . Some builtin functions can have start and end
tags, and act as loops, such as <r ex> . Builtin functions have a mix of named and unnamed parameters,
and only set $r et  and other special variables. Builtin functions are always PRI VATE .

• User functions
These are C functions written and linked into the Vortex executable, and callable from Vortex. They only
affect $r et  , always have unnamed parameters, and are always PRI VATE .

Calling

Vortex functions are called in one of two ways:

1. From inside the script with a tag name, such as <mai n> .

2. As the entry function (start point) from the URL, eg. ht t p: / / www. mysi t e. com/ cgi -
bi n/ t exi s/ exampl e/ mai n. ht ml  .

Functions have parameters and a specific scope, discussed below.

Function Scope

Scope levels

A function’s scope defines where it is visible and callable from. There are 3 levels of function scope, PUBLI C ,
EXPORT and PRI VATE :

Visibility

Type File Modules User

PUBLI C Yes Yes Yes

EXPORT Yes Yes no

PRI VATE Yes no no
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A PUBLI C function is visible everywhere - to functions in the same file, to other library modules and scripts, and to
the user, ie. it can be the entry function to the script. (Modules are discussed in the section Vortex Library Modules).

An EXPORT function is visible to other functions in the same file, and to other library modules and scripts, but not
to the user. Thus, an attempt to start the script at such a function will default to mai n , as if the function did not
exist. EXPORT functions are useful as semi-private util functions that are shared among script programmers, but
hidden from casual end users.

A PRI VATE function is visible only to the file it is in. Other modules that may be linked in cannot call the function;
indeed they could redeclare another function with the same name. PRI VATE functions are visible only to the file
they’re in. They provide security not only from end users, but from other modules as well. This makes them useful
for file-specific functions that shouldn’t ever collide with shared function names.

Declaring scope

A script function’s scope is declared right after the NAME attribute. If no scope is given, the function will generally
be PRI VATE by default (though not always; see the manual on Funct i on Scope ). User and builtin functions
are always PRI VATE .

Security

Because PRI VATE and EXPORT functions cannot be seen by the end user, it is wise to always make functions have
the lowest possible scope. This prevents access to a script from an unintended and possibly unprotected point by the
user.

Function Parameters

Declaring

Parameters to script functions are declared in the <A NAME> tag, after the NAME and scope attributes, and without a
$ sign:

  <A NAME=t op PRI VATE t i t l e=" "  bg=" whi t e" >
    <HEAD><TI TLE>$t i t l e</ TI TLE></ HEAD>
    <BODY BGCOLOR=$bg>
      <H1>$t i t l e</ H1>
  </ A>

Here the function t op is declared, whose purpose is to print out header HTML at the top of a page. It takes the
parameters t i t l e and bg , which have the default values of empty and whi t e respectively. We can call the
function in various ways:

  <t op t i t l e=" I nt r oduct i on"  bg=yel l ow>
  <t op t i t l e=" Sect i on Fi ve" >
  <t op>
  <t op bg=r ed t i t l e=$myt i t l e>

The first call above gives us the I nt r oduct i on title on a yellow background.

Since both parameters have default values, either can be omitted. The second call does not specify bg , so it defaults
to whi t e .
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The third call leaves both parameters to their defaults.

Named parameters can be specified in any order, like HTML attributes, so they can be reversed, as in the fourth call.

Scope

Function parameters have local scope, which means they are only visible in the function they are declared in, not to
any sub-functions that it may call. Parameters only exist while the function is running: once it ends, the parameters
are destroyed. If the function is re-entered before it ends (recursion), then another, distinct set of parameters is
created for each call. If a global variable of the same name as a parameter was already in use, the parameter
temporarily "masks" the global for the duration of the function call: only the parameter is visible.

By using parameters instead of global variables, a programmer can ensure a function is a "black box": all its data is
clearly passed at the call, and any modification the function does on its parameters won’t affect the caller.

Variable defaults

The default value for a parameter can also be a variable:

  <A NAME=bot t om l i nk=$HomePage>
    Go t o t he <A HREF=" $l i nk" >next  page</ A>.
  </ A>

Here the default value for the parameter l i nk  is the global variable $HomePage . (Variable defaults are always
taken as globals, even if a local variable of the same name exists at the call to <bot t om> .)

No default

If no default value is specified for a parameter, then it must be explicitly set when the function is called. For
example, we could change the t op function to require a title:

  <A NAME=t op t i t l e bg=" whi t e" >
    <HEAD><TI TLE>$t i t l e</ TI TLE></ HEAD>
    <BODY BGCOLOR=$bg>
      <H1>$t i t l e</ H1>
  </ A>

Now if we call t op we must specify the t i t l e parameter, though bg is still optional. If an entry function has
parameters with no defaults, they are initialized from the same-name global variable.

Other functions

Parameters to user functions are always unnamed, and therefore must be given in a specific order. Builtin functions
have a mix of named and unnamed parameters.

Local variables

With a <LOCAL> tag, we can declare variables that have the same local nature as parameters, but we can limit the
scope to any part of a function, instead of the whole function:

  <A NAME=t est >
    . . .  no x y z . . .
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    <LOCAL x=" "  y z>
      . . .  x  y z exi st  her e . . .
    </ LOCAL>
    . . .  no x y z . . .
  </ A>

The ending </ LOCAL> tag is optional: without it the scope ends at the next ending block tag (eg. </ LOOP> , </ A>
etc.) Local variables are useful for scratch-space computation: inside the block we can safely use $x  , $y  and $z
without fear of destroying a global variable of the same name.

Pass by Value vs. Pass by Reference

Pass by value

When a function is called, its parameters receive a distinct copy of the caller’s arguments, as if the parameters were
assigned from the arguments . This method is known as pass by value . A script can thus call a function with the
assurance that its own local variables cannot be modified by the function, even if the internals of the function are
unknown:

  <A NAME=sec2hms num>
    <$h = ( $num /  3600) >
    <$num = ( $num -  $h *  3600) >
    <$m = ( $num /  60) >
    <$s = ( $num -  $m *  60) >
  </ A>

  <A NAME=mai n>
    <$num = 7300>
    <sec2hms num=$num>
    $num seconds i s:  $h hour s $m mi nut es and $s seconds
  </ A>

Here we call sec2hms  to translate a cumulative seconds count to hours/minutes/seconds ($h /$m /$s  ). While
doing this, sec2hms  modifies its $num parameter. Since it was passed by value in mai n , mai n ’s value of $num
- the global one - is unchanged on return.

Pass by reference

Sometimes it is desirable to let a function modify its caller’s arguments, however. For example, the function might
return several distinct variables instead of just $r et  , as in our example above, which sets $h , $m and $s  as well.
Returning these through global variables is untidy: in a larger application we might forget just what variables
sec2hms  changes, and accidentally erase values saved by another function.

If a function’s parameters are passed from variables with $& instead of $ in front, changes to parameters will affect
the caller’s arguments as well, for they are the same variable. This is called pass by reference . For example:

  <A NAME=sec2hms num h m s>
    <$h = ( $num /  3600) >
    <$num = ( $num -  $h *  3600) >
    <$m = ( $num /  60) >
    <$s = ( $num -  $m *  60) >
  </ A>
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  <A NAME=mai n>
    <LOCAL hour  mi n sec>
    <$num = 7300>
    <sec2hms num=$num h=$&hour  m=$&mi n s=$&sec>
    $num seconds i s:  $hour  hour s $mi n mi nut es and $sec seconds
  </ A>

Here we’ve modified sec2hms  to take another 3 parameters, the hour/minute/seconds we’re going to return. We
pass them by reference in mai n . Now when $h is assigned in sec2hms  , it’s actually modifying mai n ’s $hour
variable; similarly, $m is tied to $mi n and $s  to $sec  . In this way, we completely self-contain sec2hms  : it does
not modify any variables that are not passed to it, only its parameters. It has no side effects.

Only script and library functions can be called with pass-by-reference arguments; all other functions are called pass-
by-value.

Differences from other languages

Unlike other languages, it is up to the caller to determine which method is used, not the function. This makes it
easier to see whether arguments can be modified - the call syntax shows it, not the function declaration which may
be buried in another file. It also gives callers control over their arguments, not the function writer.

Common Tasks in Vortex

Now that we understand the fundamentals of Vortex scripting, we’ll explore some common tasks and how to
accomplish them in Vortex. Along the way we’ll discuss some important Vortex concepts.

• Common look-and-feel functions

• Embedding Java and Javascript

• Generating HTML forms

• SQL queries

• Paginating results

• Hit highlighting

Look and Feel Functions

Applications often have a common look and feel associated with every page, with certain HTML at the top and
bottom to set background color, give links, etc. By placing this code in a pair of functions such as <l ook> and
</ l ook> , we can maintain the application-wide look and feel in one place:

  <SCRI PT LANGUAGE=vor t ex>

  <A NAME=l ook t i t l e=" " >
    <I F $t i t l e neq " " >
      <HEAD><TI TLE>$t i t l e</ TI TLE></ HEAD>
    </ I F>
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    <BODY BGCOLOR=whi t e>
  </ A>

  <A NAME=/ l ook>
    <P><HR><A HREF=$ur l >Mai n page</ A>
    </ BODY>
  </ A>

  <A NAME=mai n PUBLI C>
    <l ook t i t l e=" Wel come" >
    Wel come t o Yoyodyne Pr opul s i on Syst ems,  I nc.
    . . .
    </ l ook>
  </ A>

  </ SCRI PT>

Here we use our <l ook> and </ l ook> functions in <mai n> to simplify the generation of the entry page: it’s
logically contained within the l ook  "block" tags. All other pages would use the l ook  function similarly.

Security

Since it’s called at the top of every page, the <l ook> function is also a good place to do security checking, such as
disallowing non-trusted remote hosts, etc.

Our patent search example, which we’ll see shortly, uses look-and-feel functions this way.

Embedding Javascript

Another common task Vortex programmers encounter is sending Javascript to a client, from within a Vortex script.
(Note that although the scripts are nested, the Javascript code is being sent to the client browser for execution:
neither Vortex nor the web server actually executes it.)

The problem is both Vortex and Javascript use <SCRI PT> tags to delimit their syntax, and these can’t be nested.
The end tag for the Javascript is interpreted as the premature end of the Vortex script to the Vortex compiler. The
solution is to escape the Javascript’s tags in Vortex:

  <SCRI PT LANGUAGE=vor t ex>

  <A NAME=sendj ava msg>
    <VERB NOESC><SCRI PT LANGUAGE=Javascr i pt ></ VERB>
      f unct i on submi t For m( )
        {
          t heVal ue = document . f or ms[ 0] . el ement s[ 0] . val ue;
          i f  ( t heVal ue == " " )
            {
              al er t ( ’ $msg’ ) ;
              r et ur n( f al se) ;
            }
          el se
            r et ur n( t r ue) ;
        }
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    <VERB NOESC></ SCRI PT></ VERB>
  </ A>

  <A NAME=mai n PUBLI C>
    <FORM METHOD=post  ACTI ON=$ur l / l ogi n. ht ml
        ONSUBMI T=" r et ur n submi t For m( t hi s) " >
      User  name:  <I NPUT NAME=user  SI ZE=10>
      <I NPUT TYPE=submi t >
    </ FORM>
    <sendj ava msg=" Pl ease ent er  your  user  name. " >
  </ A>

  <A NAME=l ogi n PUBLI C>
    Your  user  name i s:  $user
  </ A>

  </ SCRI PT>

(Run this example. Download the source.)

In this example, the sendj ava function emits a short piece of Javascript to check the first input box on a form
before submitting, to ensure it’s non-empty. This is a common use for Javascript, and it saves hits on the server by
performing this check entirely in the user’s browser.

We embed the Javascript by escaping the <SCRI PT> tags with < VERB NOESC> . Any text in a Vortex script
inside a VERB block is uninterpreted by Vortex, up to a close tag. The NOESC flag prevents HTML escapement of
such text, which is the default. Thus we manage to print the <SCRI PT> tags.

Passing Vortex data

Note that the rest of the Javascript, except for the <SCRI PT> tags, is not escaped: thus we’re still in Vortex mode.
We use this to pass a Vortex variable to the script: $msg is simply referenced in the Javascript, which to Vortex is
plain text. (We must be careful here to maintain Vortex syntax. Or we could have just escaped the entire Javascript,
but then we’d lose the ability to pass in Vortex variables.)

The mai n function in this script sends a form, with an ONSUBMI T to link the Javascript in the browser. Then it
calls <sendj ava> to print the Javascript, passing it $msg . This is the message that the user’s browser will pop up
if they submit the form without entering their user name.

Generating HTML Forms

Forms permeate Web applications, and Vortex was designed with this in mind.

Lists

As we’ve seen, the list nature of Vortex variables lends itself to form management.

Automatic import

Vortex variables are automatically imported from form variables of the same name; no init call is needed.
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Automatic HTML escapement

On output, Vortex variables are automatically HTML-escaped, obviating the need for text-variable escapement.

Vortex also has some functions to make generating forms easier.

• <opt i ons>
The <opt i ons> function, as we used in the Variable Values section, automatically generates a list of
<OPTI ON> tags for a <SELECT> box.

• <checkbox>
This generates a list of <I NPUT TYPE=checkbox> boxes. As with <opt i ons> , certain boxes can be
pre-selected from a variable.

• <r adi obut t on>
The <r adi obut t on> function does the same for radio buttons.

Image maps

Since periods are valid variable name characters, server-side image map coordinates can be obtained directly from
the form variables (eg. $map. x  / $map. y  ).

File uploads

Vortex also automatically imports variables from form-based file uploads - forms with
ENCTYPE=mul t i par t / f or m- dat a . This makes uploading of files and images directly into Vortex variables
easy. We’ll discuss this in the section on Multi-part File Uploads .

Patent Search

In the following sections we’ll explore how Vortex integrates the Texis RDBS with the Web by examining the
following sample application.

Copy this script to the file exampl e in your server’s HTML document root so you can run it in your browser and
follow along.

This application presents a simple two-tier SQL search interface to the pat ent  table that is part of the standard
Texis distribution (in the / usr / l ocal / mor ph3/ t exi s/ t est db database). Along the way we’ll see how it
demonstrates:

• Getting vars to and from <FORM> s

• Coding style: top/bottom HTML functions <l ook> and </ l ook>

• Re-entering script at different functions via $ur l

• Two-tier SQL search - results page plus details page

• Modifying SQL queries with $nul l
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• Formatting output with <f mt >

• State retention across invocations

• Paginating results

• Hit markup with <f mt  %mbH>

(Run this example. Download the source.)

  <SCRI PT LANGUAGE=vor t ex>

  <EXPORT $i d $ski p    URL>
  <EXPORT $quer y $when URL USEROK>

  <! - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - >
  <A NAME=l ook PRI VATE t i t l e>   <! - -  Header  HTML - - >
    <HTML><HEAD><TI TLE>$t i t l e</ TI TLE></ HEAD>
    <BODY BGCOLOR=whi t e><H2 ALI GN=cent er >$t i t l e</ H2><P>
  </ A>

  <! - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - >
  <A NAME=/ l ook PRI VATE>        <! - -  Foot er  HTML - - >
    </ BODY></ HTML>
  </ A>

  <! - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - >
  <A NAME=showf or m PRI VATE>     <! - -  Show t he sear ch f or m - - >
    <FORM METHOD=post  ACTI ON=" $ur l r oot / sear ch. ht ml " >
      Sear ch f or  t ext :  <I NPUT SI ZE=30 NAME=quer y VALUE=" $quer y" > <BR>
      Wi t h dat e af t er :  <I NPUT SI ZE=30 NAME=when VALUE=" $when" > <BR>
      <I NPUT TYPE=submi t >
    </ FORM> <P>
  </ A>

  <! - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - >
  <A NAME=sear ch PUBLI C>        <! - -  Do t he sear ch - - >
    <l ook t i t l e=" Pat ent  Sear ch Resul t s" >
    <showf or m>
    <$nul l  = " " >                <! - -  I gnor e empt y user  var s - - >
    <SQL ROW SKI P=$ski p MAX=10
        " sel ect  pcount r y,  pnumber ,  pdat e,  i d
         f r om pat ent
         wher e pabst r act  l i ke $quer y and pdat e >= $when
         or der  by pdat e asc" >
      $next )  <A HREF=" $ur l / det ai l s . ht ml " >$pcount r y $pnumber </ A>
             <f mt  "  %at  "  " %b %e %Y"  $pdat e> <P>
    </ SQL>
    <$i d = >                    <! - -  Save URL space - - >
    <pagel i nks>                 <! - -  Gener at e t he pagi nat i on l i nks - - >
    </ l ook>
  </ A>

  <! - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - >
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  <A NAME=det ai l s  PUBLI C>       <! - -  Show a s i ngl e pat ent  i n det ai l  - - >
    <l ook t i t l e=" Pat ent  Det ai l s" >
    <showf or m>
    <SQL " sel ect  pdat e,  pcount r y,  pnumber ,  pabst r act  f r om pat ent
          wher e i d = $i d" >
      <B>$pcount r y $pnumber </ B> -  <f mt  "  %at  "  " %b %e %Y"  $pdat e> <P>
      <f mt  " %mbH"  $quer y $pabst r act >
    </ SQL>
    </ l ook>
  </ A>

  <! - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - >
  <A NAME=mai n PUBLI C>          <! - -  Def aul t  ent r y poi nt  - - >
    <l ook t i t l e=" Pat ent  Sear ch" >
    <showf or m>
    </ l ook>
  </ A>

  </ SCRI PT>

Before running this example, make sure the pat ent  table has an index (the install script probably took care of
this):

  t sql  - d / usr / l ocal / mor ph3/ t exi s/ t est db
     " cr eat e met amor ph i nver t ed i ndex xpabs on pat ent ( pabst r act , pdat e) "

Our script has familiar <l ook> and </ l ook> functions for header and footer HTML. In <showf or m> we
display a search form that asks for text to search for, and a date to limit the patent search after. This form submits to
our <sear ch> function, which is the crux of the application.

Let’s enter the text query sol ar  cel l s  , and the date June 1982 : search for patents on solar cells after June 1,
1982 (next page):

Patent Search - Continued

We queried for patents on solar cells after June 1, 1982:
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We’re presented with a list of the first 10 of 27 patents matching our query. Let’s look at how this search was done in
our script’s <sear ch> function (next page):
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SQL Queries

The <SQL> statement is used to execute SQL statements in Vortex. In our patent example, it’s used in the
<sear ch> function to search the pat ent  table with the user’s query from the form:

  <SQL ROW SKI P=$ski p MAX=10
      " sel ect  pcount r y,  pnumber ,  pdat e,  i d
       f r om pat ent
       wher e pabst r act  l i ke $quer y and pdat e >= $when
       or der  by pdat e asc" >
    . . .
  </ SQL>

The ROW , SKI P and MAX flags we’ll explore in a moment. After them comes the SQL statement that we want to
execute, a sel ect  in this case.

Returned variables

Columns that are returned by the SQL statement are assigned to Vortex variables of the same name. In our case,
we’ll get back $pcount r y  , $pnumber  and $pi d from our selected columns. The statements inside the <SQL> -
</ SQL> block are executed once for every returned row, with the row variables updated each time. The script uses
this to print out each patent number with a link.

ROW flag

Normally when a <SQL> loop finishes, the returned variables are appended in lists. This makes the results available
to be <LOOP> ed over again, without having to re-select them. In our case we’re only printing the results once, so
we give the ROW flag: this keeps the result vars as single values.

In effect, vars are by default assigned at each row like <$x = $x ’ newval ue’ > , whereas ROW assigns them
like <$x = ’ newval ue’ > . Because of the memory savings, ROW should always be used unless the vars are
specifically needed again later. (Also, without ROW the returned vars are implicitly in a <LOOP> statement.)

Limiting and skipping rows

The SKI P flag says how many results to initially skip before returning rows to Vortex. In our script, we skip $ski p
rows, because on the next page of results, we want to skip the previous page’s rows. More on that when we explore
pagination.

The MAX flag is the maximum number of rows to return (after the skip). We’re only displaying 10 rows per page in
our script.

Renaming complex fields

As a side note, sometimes we might select a complex field name as a result, eg. sel ect  max( i )  f r om t bl  .
The problem is max( i )  is not a valid Vortex variable name. We resolve this by renaming the field inside the SQL
statement. Here we rename it to maxi  :

  <SQL " sel ect  max( i )  maxi  f r om t bl " >
     . . .
  </ SQL>
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Special SQL Variables

Certain special variables are set by the <SQL> statement, in addition to any columns returned. Like most looping
statements, $l oop and $next  are set.

$loop

The $l oop variable is set at the start of every iteration of the <SQL> loop. It is the count of how many rows were
returned so far, not including the current one. When the <SQL> loop ends, $l oop is the number of rows returned.
(Ie. up to MAX rows, but not including SKI P rows.)

$next

The $next  variable is also set every iteration, but as a row count from the start of the result set. It is set to the
number of SKI P rows, plus $l oop (returned rows), plus 1. Thus it is a useful variable for numbering the result set,
as we do in our patent example, inside the <SQL> loop in the <sear ch> function.=SKIP>. At the end of the loop,
$next  is the value to use for SKI P in a new loop to continue iterating results on the next page.

$indexcount / $rows.min / $rows.max

The $i ndexcount  variable is set at the start of the first returned row, to an estimate of the total number of rows
the query will return. The $r ows. mi n and $r ows. max  variables are set similarly, but can be more accurate.
These variables can be used to paginate results, as we’ll see later.

SQL Parameters

The right way

Variables embedded in a <SQL> statement become parameters to the SQL statement. SQL parameters are allowed
wherever a string literal (in single quotes) would be used in "traditional" SQL. In our patent example, we embed the
parameters $quer y  and $when , which we obtained from the user via the form:

  <SQL ROW SKI P=$ski p MAX=10
      " sel ect  pcount r y,  pnumber ,  pdat e,  i d
       f r om pat ent
       wher e pabst r act  l i ke $quer y and pdat e >= $when
       or der  by pdat e asc" >

It is important to note that embedded parameters are not merely concatenated into the statement string, but are
atomically passed as data. This means that it is safe to pass any values into a parameter, without having to quote or
escape quotes. So we could even pass binary data - an entire GIF image for example - directly into a table via
<SQL> .

The wrong way

If vanilla string concatenation were used, as some other scripting environments require, the query would have to be
a single-quoted SQL literal. But a security hole would exist. For example, the following is the wrong way to do the
above statement:

  <SQL ROW SKI P=$ski p MAX=10
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      " sel ect  pcount r y,  pnumber ,  pdat e,  i d
       f r om pat ent
       wher e pabst r act  l i ke ’ "  $quer y " ’  and pdat e >= ’ "  $when " ’
       or der  by pdat e asc" >

Here the SQL statement is concatenated from 5 arguments. (Multiple <SQL> arguments are concatenated to form
the statement.) Watch the quotes carefully: $quer y  and $when are not inside a double-quoted <SQL> argument
here. This means they’re part of the statement syntax, not parameters, so we need to single-quote them in SQL
(hence the single-quote chars).

But what if a user enters a query with a single quote? Our wrong-way statement would have a syntax error. What’s
worse, a malicious user could try to alter the syntax of our SQL, by entering a "date" for $when such as:

  t oday’ ;  dr op t abl e pat ent ;

Sure, we could manually escape the single-quotes, but why bother, when the correct (first) statement at the top is
easier, faster, and safer: No matter what’s entered for $quer y  and $when , our statement syntax is unaffected.

When concatenation is needed

Because of the safety of embedded SQL parameters, it is strongly encouraged that they be used instead of the
wrong-way "cut and paste" method. No data from the user should ever be directly part of a SQL statement. The
concatenation shown in the second example is only used when the SQL statement must be altered on the fly, but
when a parameter is not allowed in standard SQL syntax. For example, let’s say we needed to change the table name
on the fly from the form:

  <SWI TCH $t abl e>
    <CASE " pat ent " >
    <CASE " paper s" >
    <DEFAULT>
      Bad t abl e name!
      <exi t >
  </ SWI TCH>

  <SQL ROW SKI P=$ski p MAX=10
      " sel ect  pcount r y,  pnumber ,  pdat e,  i d
       f r om "  $t abl e "
       wher e pabst r act  l i ke $quer y and pdat e >= $when
       or der  by pdat e asc" >

Here the table name is taken from the variable $t abl e . Since table names cannot be string literals and therefore
parameters, it is concatenated straight into the statement. Thus, first it is checked for safety: anything other than the
two proper table names is unsafe and an error ( <exi t > exits the Vortex script: a quick way to bail on error). Since
$quer y  and $when are still parameters - embedded in the string - we don’t have to check them for safety.

Multi-value SQL Parameters

Normally SQL parameters are single-value variables, as in our patent example.

However, if a multi-value string parameter is passed, it is concatenated into a parenthetical, comma-separated list
before being passed to the SQL engine. This enables a list of words to be easily OR-searched, as a parenthetical
comma-separated list is a set of equivalent terms in Metamorph:
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  <$l i s t  = " AL"  " OH"  " FL"  " TX"  " CA" >
  <SQL " sel ect  Name f r om st at es wher e Abbr  l i ke $l i s t " >
    $Name
  </ SQL>

Here the $l i s t  variable is passed as a query parameter to <SQL> . Since it is a string, and has multiple values,
these values are concatenated and passed as the Metamorph set list string ( AL, OH, FL, TX, CA)  . Thus the search
would find any of the states listed.

Caveats

It is important to note that this multi-value concatenation only happens with var char  (string) parameters. Also,
care must be taken with non-sel ect  statements, to avoid inadvertently changing the value for an i nser t  or
updat e .

Altering the Query with $null

Our patent example takes two search arguments from the user, $quer y  and $when , which we use in our SQL
statement:

  <$nul l  = " " >
  <SQL ROW SKI P=$ski p MAX=10
      " sel ect  pcount r y,  pnumber ,  pdat e,  i d
       f r om pat ent
       wher e pabst r act  l i ke $quer y and pdat e >= $when
       or der  by pdat e asc" >

But what if the user only enters a text query, with a blank date? We need to remove the "and pdat e >= $when
" part of the SQL clause. Similarly, if the text $quer y  was blank, we’d need to remove "pabst r act  l i ke
$quer y  " and leave in the other part.

The $null variable

It’s a hassle to have to generate every permutation of the SQL wher e clause based on what the user entered. That’s
where the special variable $nul l  comes in.

By setting $nul l  , we automatically drop parts of the statement associated with unused parameters. If $nul l  is set
to contain any values (one empty string in our case), then any <SQL> parameters that match any of its values are
dropped from the query, including the clause they’re in. Unset (no-value) variables are considering empty strings for
this comparision.

That’s why we set <$nul l  = " " > just above the statement. Now, if the user leaves $when empty, it will match a
value of $nul l  , and its clause will be dropped. The SQL run by our <SQL> statement above would actually
become:

  sel ect  pcount r y,  pnumber ,  pdat e,  i d
  f r om pat ent
  wher e pabst r act  l i ke $quer y
  or der  by pdat e asc
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which is what we want (no date search), without us having to re-work the SQL statement. Similarly, if $quer y  is
empty, the l i ke clause is dropped. Had we set <$nul l  = " "  " any" > , then not only empty fields but the word
"any  " entered by the user would cause the clause to drop. Pretty nifty huh?

Formatting Output with fmt

Inside our <SQL> loop, we printed out the patent country, number and date. We wanted to print the date in a
specific format: although Texis dates are accurate down to the second, we only want to print the month, day and
year. For this we used <f mt > .

The <f mt > function is used to specify the exact format of output data. It closely follows the syntax of the C
function pr i nt f ( )  , in that the first argument is a format string containing percent codes that detail how to print
the remaining arguments.

Code Output

 <$x = " <B>" >
 <$y = " </ B>" >
 <f mt  " Thi s i s  %sbol d%s"  $x $y>

 <$x = 12345. 5>
 <f mt  " The pr i ce i s  $$%1. 2kf "  $x>

 <f mt  " q=%U"  " what ?" >

 Thi s i s  bold

 The pr i ce i s  $12, 345. 50

 q=what %3F

The first example simply prints out two strings with %s  , <B> and </ B> . Note that HTML escapement is not done:
this is a way to avoid the normal HTML escapement for a variable.

The second example prints a floating-point number as a dollar value. Note the escaped dollar sign in the format - $
is not special to <f mt > per se, but to Vortex it would indicate a variable reference which we don’t want (and isn’t
allowed inside a string). So we escape the dollar to get a literal dollar sign. Following it is a percent sign,
introducing the format code. The 1. 2 says that the printed field should be at least 1 character wide overall, and have
at most 2 decimal places. The k  is a flag - unavailable in standard pr i nt f  - that says to insert commas every three
digits. Finally, the f  says we’re printing a floating-point number.

The last example prints a string using %U . This URL-encodes the argument, and is very useful for hand-constructing
query strings in URLs. (However <submi t > is often easier.)

In the patent example, we used <f mt > to print out the patent date $pdat e in the <sear ch> function:

  <f mt  "  %at  "  " %b %e %Y"  $pdat e> <P>

Here the %t  code indicates a time/date is to be printed. The a flag before it says that we’re using a specific sub-
format for the date, which will be the next argument. This argument is a st r f t i me( )  -style format, similar to
pr i nt f ( )  but the codes are for specific parts of a date. %b prints the month name, %e the day of the month, %Y the
4-digit year. Finally the date itself is the next argument.
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Automatic casting

If an argument is the wrong type for the corresponding format code, it is automatically converted (cast) to the right
type. For example, we could give a string for the date, and Texis would convert it to a date (provided it’s in a format
known to Texis):

  <f mt  " The cur r ent  t i me i s: \ n%t \ n"  " now" >

We gave the string "now " for a time: Texis converts this to a date, knowing that "now" means "the current time".
Texis knows other strings as dates, such as "start of last month", "-3 weeks", "next Tuesday", as well as a standard
format: "YYYY-MM-DD HH:MM:SS".

Escape sequences

Also note the backslash escape in our last example: in a <f mt > format string, the standard C string escape
sequences such as \ n for a newline are recognized.

Other codes

There are more format codes for printing Roman numerals, automatically highlighting query strings in text, HTML
escapement, etc. See the Vortex manual on <f mt > .

strfmt

The <st r f mt > function is identical to <f mt > except that instead of printing its output, it is returned in $r et  as a
string.

State Retention

If you’ve played with the patent example, by now you might have noticed that it remembers your last query when
you click on a patent for details, even though that’s not a form submission. Also, for each patent link, it
automatically knows to bring up the correct patent you clicked on, a different one for each link. How does Vortex
remember those variables, even though each browser click results in a new call to Vortex from scratch? We call this
state retention : retaining the state of the script across invocations. In most languages one has to do this "manually"
by embedding variables in URLs.

EXPORT

In Vortex, state retention is automatically handled with the <EXPORT> directive. This tells Vortex what variables
are to be preserved for future transactions. In our patent example, we’re preserving $i d , because it tells us what
patent to bring up in the <det ai l s> function. Also $ski p , which tells us what page in the result set we’re on.
Finally, $quer y  and $when are remembered, so we can fill out the search form with the user’s last query even on a
details page.

<EXPORT> variables are saved whenever the special Vortex variable $ur l  is printed. There are three ways this
happens, depending on the flag given to <EXPORT> or the use of the variable:

• State table - TABLE
Variables that are given the EXPORT flag TABLE , or are not in a <LOOP> , are written to the state table
(vor t ex  ). These are known as state-table variables.
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• URL state - URL
Variables that are given the flag URL , or are in a <LOOP> or <SQL> loop, have their current value(s)
saved, but scrambled to the URL instead. These are known as URL state variables. All of our <EXPORT>
variables in the patent example have this flag.

• Query string - QUERY
Variables that are given the flag QUERY are saved as a URL-encoded query-string to the special variable
$ur l q .

State saving

When the special variable $ur l  is printed, its value will contain the normal URL to re-invoke the script, but will
also reflect URL state variables (scrambled), as well as a handle to the state-table variables. That’s why you see
gobbledy-gook like / +_wwYmel Vl M+e4qwwwqFqc  in some URLs: Every time $ur l  is printed in the <SQL>
loop, all the <EXPORT> variables are encoded in there.

This is the other magic function of $ur l  : not only is it a URL back to the script, but it preserves state variables as
well.

State restoration

When the user clicks one of our $ur l  links, our <EXPORT> variables are automatically restored. So in our
<det ai l s> function, we know the correct patent $i d to select for display. We also know the user’s original query,
in $quer y  and $when .

What type to use?

As a general rule, small variables that take up little space and only have one value at a time are best saved as
<EXPORT URL> variables. All of our patent example exports fit this bill; the user’s queries are probably small, and
so is the $i d : while it has 10 different values, it only has 1 value per row in the <SQL> loop. URL variables have
the advantage of speed: the state table does not need to be written.

Large variables, on the other hand, should be <EXPORT TABLE> . This costs a table write, but we can store very
large data.

Query Markup

In our patent example, we not only list the matching patents, but we link each one to a page that displays the full
abstract text of that patent.

We’d also like to mark up that abstract and show where the user’s query words appeared, in bold. The <f mt >
statement has this capability with the m flag, which is used in the patent example’s <det ai l s> function:

  <f mt  " %mbH"  $quer y $pabst r act >

The m flag says that we’re going to execute a Metamorph query - the next argument $quer y  - against the second
argument, which is the text to mark up and display.

The b flag can appear after m , and says that our query’s words are to appear in bold.

Finally, the H code (not a flag) says that we’re printing a string - $pabst r act  - with HTML escapement.
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If we searched for sol ar  cel l s  after June 1982 , and picked patent #4338482, we’d see our query words in
bold in the patent text:

Other flags

There are other flags and codes associated with the m Metamorph markup flag. For example, with the h subflag, we
could make each hit in the document an anchor link (ie. with #hi t  ) to the next hit word. This is useful if the
document is large; the user doesn’t have to scroll and visually scan for the next hit word.

The p flag can be used to break the document into paragraphs. For more on these and other flags, see the Vortex
manual on Met amor ph hi t  mar k- up codes  .

Query Markup - Multiple Variables

In our patent example’s <det ai l s> function, we have only one variable to mark up with a query. But sometimes
we’ll be displaying many variables from a search, and it may get cumbersome to have to call <f mt > for every one.
With <f mt cp> and <mm> , we can simplify this.

Let’s say we’re selecting the author, title, and description of a book in our det ai l s  function, instead of just a patent
abstract. We want to highlight the user’s query in each of these variables. With the following code snippet we can do
that for multiple variables:

  <f mt cp quer y " %mbH"  $quer y>
  <SQL " sel ect  Aut hor ,  Ti t l e,  Desc
        f r om books
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        wher e i d = $i d" >
    <mm>
      $Ti t l e ( by $Aut hor )  <BR>
      $Desc
      <P>
    </ mm>
  </ SQL>

Here we call <f mt cp quer y> to set the format code and query we’re going to use to mark up. This doesn’t display
anything yet, it just lets Vortex know what we’re up to. We give it the same format and query we’d give to <f mt > .

Inside the <SQL> block, we’ve got 3 variables from our book to display with markup. We call <mm> to turn on
highlighting (using our query we just set). Now, any variables that we simply print out, are automatically
highlighted with our query. We then turn off highlighting with </ mm> (in case we want to skip highlighting some
other variable).

This keeps our HTML formatting neat inside the <SQL> block, without the clutter of multiple <f mt > calls. Note
that only variables are marked up, not our hard-coded HTML tags, which is what we want.

(It is useful to note here that the <mm> and </ mm> tags do not need to match up the way most start/end loop tags do
in Vortex. The calls could even be in separate functions if we wanted.)

Paginating Results

The results of our patent search often take up more than we can comfortably display on one page. Thus we’d like to
paginate results across pages, providing previous/next links, and numbering the results.

As we’ve seen, this can be accomplished with the SKI P and MAX parameters to <SQL> . The special variable
$next  , at the end of the SQL loop, is set to the amount we need to skip for the next page. Thus, if we <EXPORT
$next > , we could make a link at the end of the results page to link to the next page. We can also use $next  to
number individual results inside the SQL loop.

However, we have to do a bit of math to come up with a previous-page link. We also have to do math if we want to
provide direct links to every page of results. While simple in principle, it can become tiresome to hand-code the
HTML and math to do pagination, every time we write a new search script.

Using <pagelinks>

This is where the <pagel i nks> function comes in. Available in Vortex versions after 3.0.945400000 (Dec. 16
1999), it automates the printing of HTML for page links. In our patent example, it’s called at the end of the
<sear ch> function.

It is normally called right after the ending </ SQL> (though it can be called on the first row as well). It prints the "X
through Y of Z documents" summary, as well as the page numbers and previous/next links at the bottom. See the
Vortex manual on pagel i nks  for full details on how to configure it. It uses the special variables $r ows. mi n and
$r ows. max  set by <SQL> to compute the page links.

The gory details

In most cases, the total row count is handled automatically by <SQL> and <pagel i nks> , as in our patent
example. But read on if you want more info on the "behind the scenes" math:
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$indexcount

The $i ndexcount  variable is set by <SQL> at the start of the first row returned. It is an estimate of how many
total rows the query will returned, based on the index used to help resolve the query.

If the index can completely resolve the query, $i ndexcount  will match the true final result count. We can then
use this number to predict how many page links we’ll need, and to print the "X through Y of Z documents"
summary, as <pagel i nks> does automatically.

However, some SQL queries require post-processing or ANDing and cannot be resolved by an index alone. The
index matches must be further processed by Texis to determine the final result set. Thus $i ndexcount  is an
estimate. The only way to get an exact count in such cases is to let the query run to completion. But that might mean
processing thousands of rows, when the user only wants to see the first 10, solely to establish that exactly 98,576
rows matched instead of roughly 100,000. In most cases getting those first 10 matches quickly is more important
than knowing the exact count.

$rows.min / $rows.max - A better count

The problem for Vortex programmers is knowing when $i ndexcount  is accurate or not, and to what degree. The
$r ows. mi n and $r ows. max  variables help here. They are the minimum and maximum number of total rows that
the query will return. If unknown, they are -1 and -2 respectively. These variables are updated every row, starting
with the first, and at the end of the SQL loop. $r ows. max  is typically the same as $i ndexcount  . $r ows. mi n
is often just one ahead of $next  , if the exact row count isn’t known. (These vars were introduced in Vortex
versions after Nov. 16 1999.)

We can use these variables to draw some firmer rules about pagination:

• If $r ows. mi n equals $r ows. max  , then we have an exact row count. This may occur for completely
indexed queries, at the first row and beyond (in a near-future release of Texis). It also occurs at the end of
the loop in the obvious case when we exceed MAX .

• If $r ows. mi n is greater than $next  at any point, we know there’s more rows. <SQL> will do a look-
ahead to check for "is there one more row?" and reflect it in $r ows. mi n . This saves us upping MAX by
one to check for more rows (ie. next-page).

• If either is greater than or equal to 0, that boundary is known, ie. the minimum or maximum limit.

Of course, we can also just use <pagel i nks> and avoid the hassle.

Advanced Vortex Topics

Now that we’ve dissected a simple but rather powerful Vortex application, let’s cover some advanced topics:

• Search and replace

• Dynamic error handling

• Geographic searching

• Adding user functions
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rex and sandr

One of the most powerful functions in Vortex - indeed all of Texis - is <r ex> . The <r ex> function searches for a
regular expression in data.

The use of regular expressions permeates Texis because they are so versatile and fast at parsing data. While
occasionally difficult to understand, they are well worth the mental gymnastics sometimes needed to write them.
(They’re called regular expressions because in Unix they’re also so common that they’re, well, regular..)

In Vortex we can scan a variable for a regular expression with <r ex> :

  <r ex " \ di gi t { 3} - =\ di gi t { 2} - =\ di gi t { 4} "  $dat a>
  Soci al  Secur i t y  number s:
  <LOOP $r et >
    $r et  <BR>
  </ LOOP>

This scans for the given expression in $dat a , which in our example is some plain English text with embedded
Social Security numbers we want to scan for. <r ex> finds each occurence of such a number in $dat a , and returns
them in a list in $r et  .

Let’s examine that REX expression more closely. A REX expression is composed of one or more subexpressions
which are searched for adjacently. Each subexpression is terminated with a repetition operator: = means once, { N}
means exactly N times.

So our expression first looks for 3 digits - \ di gi t  means "any single digit". Then it looks for one dash (- = ). Then
2 digits. Then another single dash. Then 4 digits.

Take a look at the Vortex manual on REX Expr essi on Synt ax  for more details. It is very useful to become
familiar with REX.

Search and replace

In Vortex, we can also search and replace in a string:

  <sandr  " \ di gi t { 3} - =\ di gi t { 2} - =\ di gi t { 4} "  " XXX- XX- \ 5"  $dat a>
  Ful l  t ext  wi t h par t i al l y  bl acked- out  number s:
  $r et

The <sandr > (search and replace) function takes a REX expression and a replace string, in addition to search data.
Instead of the matches, it returns the $dat a , but with each match having the replace string substituted in.

Certain characters in the replace string are special; see <sandr > for full details. Here we use \ 5 to replace the 5th
subexpression’s match back in. That’s the last 4 digits. So we replace full Social Security numbers like 123-45-6789
with XXX-XX-6789: partially blacking them out.
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Dynamic Error Handling

Logging elsewhere

Vortex error messages can be logged to another file besides the default
/ usr / l ocal / mor ph3/ t exi s/ vor t ex. l og . For command-line scripts, the option - e specifies where to log
them. For Web scripts, and to change the overall default log file, the / usr / l ocal / mor ph3/ t exi s. cnf  file
can be edited.

Stopping messages, capturing in-script

A script can monitor its own error messages to detect and possibly correct errors on the fly. If a put msg script
function is present in a script, it will be called whenever errors are generated. Several variables are set by Vortex
when the function is called. These variables are in a parallel loop, one value per message, since several message may
be queued up by the time it’s safe to call put msg :

• errnum
The error number

• errscript
The script file or module where the error occurred

• errline
The line in the script or module where the error occurred

• errmsg
The text of the message

• errfunc
The internal C function it occurred in The Vortex function it occurred in

When put msg is defined, errors will go to that function, and will not be logged or printed to the output. It is up to
the put msg to dispose of the messages: log them, print them, warn the user, etc. A sample put msg function that
scans for specific errors might look like this:

  <A NAME=put msg PRI VATE>
    <LOOP $er r num $er r scr i pt  $er r l i ne $er r msg $er r f unc>
      <st r st r  " <EXEC> command"  $er r msg>
      <I F $r et  neq " " >
        <B>The EXEC f ai l ed</ B>
        <$BadExec = y>
      </ I F>
      <B>$er r num $er r scr i pt : $er r l i ne $er r msg i n $er r f unc
    </ LOOP>
  </ A>

  <A NAME=ot her f unc>
    <$BadExec = n>
    <EXEC / no/ such/ pr ogr am></ EXEC>
    <I F $BadExec eq " y" >
      <EXEC / some/ ot her / pr ogr am></ EXEC>
    </ I F>
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  </ A>

Here we scan the errors in put msg for messages about <EXEC> failing. <EXEC> runs external programs, so it
commonly generates errors, eg. if the program is not found or exits with an error. We set the flag $BadExec  to y  if
it fails. Regardless of the error message, we print it out in bold so we can see it.

In ot her f unc  , we try to run / no/ such/ pr ogr am . This fails, generating an error. put msg is thus called, sees
the <EXEC> error, and sets our flag. We can then check this flag back in ot her f unc  : if our <EXEC> failed, we
try it again with a new path.

Geographic Searching

When creating a search engine, a common task is to allow a user to further delimit their search to a specific
geographic area. For example, let’s say we have a searchable table of tourist attractions, and we want users to not
only text-search for what attractions they want, but to delimit the search to the area they’re going to visit.

We’ll explore two methods of doing this: adding keyword data directly into the text, and limiting by specific
geographic region.

Using ZIP Codes

One method of delimiting a geographic search is to added geographic-specific keywords to the text search. For
example, the city, state, and zip code of our tourist attractions could be text-searched along with the usual
descriptions. Let’s use the following table schema:

• Name
The attraction’s name

• Desc
A brief description of the attraction

• City
The city where the attraction is located

• State
The two-letter state

• Zip
The (integer) zip code

We create a Metamorph index on not only Name and Desc  , but the other fields as well:
cr eat e met amor ph i nver t ed i ndex xgeo on t our i st ( Name\ Desc\ Ci t y\ St at e\ Zi p)

Now we search against those fields with LI KE in our script:

  <SQL " sel ect  Name
        f r om t our i st
        wher e Name\ Desc\ Ci t y\ St at e\ Zi p l i ke $quer y" >
  </ SQL>
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passing our user’s $quer y  to the search.

Since the state, city and ZIP code info is part of the text field, our users can geographically delimit their searches
with queries like this:
Wyomi ng bed and br eakf ast

NASA r ocket s i n Hunt svi l l e

r est aur ant  440*

giving a state, city, or ZIP code, or combinations thereof. Note the wildcard in the last query: this matches several
nearby zip codes, broadening the search.

Advantages

The biggest advantage to this type of geographic search is that we can probably completely resolve the query with
one index, the Metamorph index. This can greatly speed up the search over, say, an AND clause that would require
post-processing.

Also, we can limit the search to an exact political region, say a city, without needing to know its latitude/longitude.

Disadvantages

The biggest disadvantage is that we can’t easily zoom in or out to cover a larger area in the search, nor cover a fixed
region centered on a location. For example, searching for hotels in Rhode Island may leave out ones just a few miles
away in a neighboring state. We can’t tie the search to, say, a 100x100 mile area centered on Providence, regardless
of state/city boundaries.

ZIP codes that have the same prefix might not really be adjacent, making the exact region ambiguous.

Having the same state in many rows in the table makes the index larger, and that "word" will because noisy in the
query, slowing the search.

To resolve some of these issues, we can use latitude and longitude data, as in our next example (next page):

Delimiting an Entire Region

We want to do a text search against our table for a user’s query, but limit the results to, say, a 100x100 mile box
centered on a specific location, say the center of the user’s city. Thus we can find results in adjacent cities, states or
ZIP codes that aren’t given in our query but are nonetheless physically nearby.

We modify our table schema and add the following columns:

• Lat
The latitude of the attraction, as an integer, in DDDMMSS format. Thus, 40 degrees 30 minutes 45 seconds
north latitude is 403045.

• Lon
The longitude, in the same format.

• GeoCode
A l ong field which we’ll use in a moment.
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We also need a table, ci t y  , which lists cities and their latitude/longitudes, so we can look them up. (Thunderstone
has such data already available, if you contact us.)

The slow/impossible way

At first, this would seem to be the best way to limit our search to a boxed region:

  <SQL MAX=1 " sel ect  l at ,  l on f r om ci t y
              wher e Pl ace\ St at e l i ke $ci t y
              or der  by Pop desc" >
    <SQL MAX=10 " sel ect  Name f r om t our i st
                 wher e Desc l i kep $quer y
                   and Lat  bet ween $l at  -  10000 and $l at  + 10000
                   and Lon bet ween $l on -  10000 and $l on + 10000" >
      $Name <BR>
    </ SQL>
  </ SQL>

First, we look up the user’s given $ci t y  in our ci t y  table. This gives us $l at  and $l on for the center of town.
(Note the order-by: we want larger cities first, eg. Cleveland, OH is probably preferred over Cleveland, TN if the
state wasn’t mentioned.)

2 degrees is roughly 120 miles, so we search within +/- 1 degree of $l at  /$l on in our inner <SQL> . Our
latitude/longitude data is in DDDMMSS format, as integers, so 10000 is 1 degree 0 minutes 0 seconds. Now we
have a boxed regional search, centered on a specific location.

The problem

The problem is the post-processing required here. Any of the three clauses in the inner query, the $quer y  clause,
the latitude search, and the longitude search, could easily return a huge number of rows by themselves, no matter
which we index and we put first. Even though the overall result may be a small number of rows, a lot of index rows
would have to be ANDed to produce the results - slow.

The better way

Our actual geographic region is very small. If we could somehow tie the latitude and longitude together into one
value, a search against it would return much fewer rows from such a (combined) index. But that requires a two-
dimensional search against a one-dimensional index; how do we do that?

The <geo2code> function helps us out here. Available in version 2.1.904800000 (Sep. 2 1998) and later, it takes a
latitude/longitude pair - in DDDMMSS format - and returns a single integer that we can store in our GeoCode
column for each row. We then create a normal index on this column (and drop our lat/long indexes, by the way; we
won’t need them). The bet ween operator has special knowledge of how to search such a column, when given a pair
of encoded integers.

First, we need to encode all our locations in the table. It’s faster to do this by copying to another table than updating
in place. We run this code once to create our new t our i st  table:

  <SQL ROW " sel ect  *  f r om ol dt our i st " >
    <geo2code $Lat  $Lon>
    <SQL MAX=1 NOVARS " i nser t  i nt o t our i st
       val ues( $Name,  $Desc,  $Lat ,  $Lon,  $r et ) " >
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    </ SQL>
  </ SQL>

For each row, <geo2code> returns a long containing both latitude and longitude, encoded in a special way. Note
the ROW flag to avoid wasting memory. Then we drop ol dt our i st  and make our indexes on our new t our i st
table: Metamorph compound inverted on Desc, GeoCode :
cr eat e met amor ph i nver t ed i ndex xdesc on t our i st ( Desc, GeoCode) ;

Now we’re ready to modify our search:

  <SQL MAX=1 " sel ect  l at ,  l on f r om ci t y
              wher e Pl ace\ St at e l i ke $ci t y
              or der  by Pop desc" >
    <geo2code $l at  $l on 10000>
    <SQL " sel ect  Name
          f r om t our i st
          wher e Desc l i ke $quer y and GeoCode bet ween "  $r et >
      $Name
    </ SQL>
  </ SQL>

Here we added a third parameter to <geo2code> , a "radius". Given a radius (in DDDMMSS format),
<geo2code> returns a string containing 2 numbers, instead of one. These two numbers represent the boxed region
centered on $l at  / $l on with sides of length 20000 (ie. a "radius" of 10000).

We pass this encoding to our SQL statement (but as part of the statement, not a parameter, because Texis must
accept the double-value that way).

Advantages

Now we’ve got the ability to set an exact box over our desired region, regardless of state boundaries. And it’s far
faster than our top example, because lat/long are combined into one value.

Also, because of the compound index, we can resolve both the l i ke and the latitude/longitude part of the query
with one index.

Disadvantages

The enclosing region is a box, whereas we might want an exact circle for radius. It’s possible to add the math to
check the results and make the square region into a circle, if that’s of concern. The main point to understand here is
that with <geo2code> , we’ve reduced the enormous cost of regional searching combined with text searches to a
manageable speed. The hard part is done; post-processing a small result set into a circle is much faster than trying to
process the entire data set.

Fast Value Lookup - xtree

The <xt r ee> function in Vortex is an extremely fast way to maintain a temporary list of strings, and be able to
search the list quickly. Each value is maintained with the number of times it was inserted. This makes <xt r ee>
useful for histogram operations.

For example, we could find out the most common words in a large chunk of English text like this:
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(Run this example. Download the source.)

  <SCRI PT LANGUAGE=vor t ex>

  <A NAME=mai n PUBLI C>
    <FORM METHOD=post  ACTI ON=$ur l / sear ch. ht ml >
      Text : <BR>
      <TEXTAREA NAME=t ext  ROWS=10 COLS=60>$t ext </ TEXTAREA><BR>
      <I NPUT TYPE=submi t >
    </ FORM>
  </ A>

  <A NAME=sear ch PUBLI C>
    <mai n>
    <l ower  $t ext >
    <r ex ROW " \ al num+"  $r et >
      <xt r ee I NSERT $r et >
    </ r ex>
    <xt r ee SKI P=0 DUMP></ xt r ee>
    <sor t  $r et . count  DESC $r et >
    Top 10 wor ds ar e:  <P>
    <LOOP MAX=10 $r et  $r et . count >
      <B>$r et </ B> occur ed $r et . count  t i mes <BR>
    </ LOOP>
  </ A>

  </ SCRI PT>

Here we ask for a chunk of text, lower-case it for case insensitivity, and use <r ex> in a loop to pull out every word,
one at a time. Each word we insert into xt r ee , which will store only the unique words and count the duplicates.

Then we DUMP the entire set of unique words, along with their corresponding counts - <xt r ee> sets the special
variables $r et . count  and $r et . seq in addition to the usual $r et  . This returns the words in sorted order; we
want to know the most frequent, so we <sor t > the list by frequency. Then the top 5 are listed.

If we run this example with the Gettysburg address, we see (next page):
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xtree - Continued

We ran our previous <xt r ee> example, giving it the Gettysburg address, and we find:

The advantage to <xt r ee> , besides maintaining a searchable list of strings, is that it is extremely fast at lookup,
which we need in a situation like this where many words are being inserted.

For more details, see the Vortex manual on <xt r ee> .
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Creating User Functions in C

For some specialized tasks, it may be desirable to write a C function that is callable from Vortex. New functionality
might be more compactly or more efficiently encoded in C, such as a custom math function. Or a separate C library
could be integrated, such as a custom encryption library.

Vortex supports adding new functions via the following process:

1. A new user function is written in C, adhering to a specific syntax documented in the Vortex manual.

2. The vuf unc. c  file is edited to make the Vortex API aware of the function.

3. A new Vortex executable (t ex i s  ) is compile and linked.

4. Old * . vt x  files are deleted, and the new t ex i s  executable replaces the old one. The new function is now
available as a builtin function to all scripts.

For full details on this process, consult the Vortex manual on Cr eat i ng user  f unct i ons  .

Disadvantages

While adding a user function can speed up code that is best written in C rather than a scripting language, it is not
always the best choice for implementation:

• It requires the programmer to be well versed in C, including pointers, function pointers, dynamic memory
allocation, and debugging. Often the headaches C causes, especially for the neophyte, far outweigh any
run-time savings. Bugs in the code might not manifest themselves until well after the C function ends,
making debugging a nightmare.

• There may not be any speed advantage. Vortex is pretty fast at most operations; for small functions it may
be just as fast - and much easier - to write the function in Vortex. Since Vortex already has powerful data
processing functions, and the ability to execute external programs, it may be faster to <EXEC> the C code
in a separate program and parse it in Vortex, especially as a quick prototype.

• It’s less portable. A C function means a new Vortex executable must be made if the hardware platform
changes. Other Vortex users won’t have the custom function in their t ex i s  executable.

Multi-part File Uploads

In addition to the usual variables imported from POST and GET forms, Vortex also imports variables from a form-
based multi-part file upload, if the user’s browser supports them. This provides an easy way to upload binary files in
a form. For example, we can upload a GIF with the following form:

  <FORM METHOD=post  ACTI ON=" $ur l / f unc. ht ml "
       ENCTYPE=" mul t i par t / f or m- dat a" >
    Fi l e t o upl oad:  <I NPUT TYPE=f i l e NAME=i mage ACCEPT=" i mage/ gi f " >
    <BR>Descr i pt i on:  <I NPUT TYPE=t ext  NAME=desc>
    <I NPUT TYPE=submi t  VALUE=" Submi t " >
  </ FORM>
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This form would present the user with a file-select dialog box (for the $i mage variable) and a plain text box (for
the $desc  variable). On submission, the browser sends the file the user selected, and the Vortex variable $i mage
would contain the contents of that file - a GIF image if the user selected one. Any other type variables on the form
(eg. $desc  ) are imported as usual.

To the user this form would look like this:

Variable info

The <var i nf o> function has additional use for multi-part form variables. While the $i mage variable has the
contents of the user’s file, we can find out what that file name was with <var i nf o f i l ename i mage> . This is
useful if we want to save the variable to a file on our server and keep the same file name.

Calling <var i nf o cont ent t ype i mage> will tell us the Content-Type of $i mage , for example whether it
was truly a GIF or a JPG instead.

Controlled Access Applications

Often it’s desirable to control access to an application, due to sensitive data. Or to split access across multiple users.

Two fundamental rules should always be kept in mind when developing protected applications:

1. Always assume your web server can be broken into.

2. Never leave any sensitive data un-encrypted.

You can take every measure possible to properly use a secure-http server, operating system security, and proper
Texis database permissions and still there might be some unknown breach point that can threaten the security of
your site. If you always assume the worst can happen when you are writing code then you are less likely to be
vulnerable to a hacker.

That being said, let’s look at an example of how to secure a script. A typical application requires the following:

• Multiple users
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• Secret password per user

• Multiple permission levels

In addition to verifying the user, we can use the user name to identify the user throughout the application.

A given user may have different permission levels as well. Ordinary users can only search the site’s data, for
example, but some other users are allowed to upload or insert data. Still other users are administrators, allowed to
create and delete users outright.

Our example secur i t y  script implements this scheme (next page):

Controlled Access Applications - Continued

Here’s the text of our secur i t y  script, which can be used to provide multi-user password-protected access to an
application. Since this code is useful in many applications, rather than copy it into each application script, we can
make it a module and use it automatically in any application.

While we’ll discuss modules in detail in the next section, for now just keep in mind that this script will be part of
another application - in our case, the patent example script. With the following steps we can add this code to the
patent script:

1. Make this script a module with the command line:
t ex i s - c i  - modul e secur i t y  - l og none f i l e

(assuming we saved the code to f i l e ).

2. Remove the patent script’s <A NAME=l ook> and <A NAME=/ l ook> functions. (Leave the calls to
<l ook> etc. intact; we’re replacing them with new versions here.)

3. Add <USES secur i t y> to the top of the patent script.

(Download this script.)

  <SCRI PT LANGUAGE=vor t ex>

  <! - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - >
  <A NAME=ver i f yuser  EXPORT>
  <! - -  Cor e f unct i on:  checks t he user ’ s cooki e and ver i f i es t hei r  l ogi n;
    - -  i f  not ,  r edi r ect s t hem t o t he l ogi n page.   Must  be cal l ed bef or e
    - -  out put .   Set s $User  t o user  name,  and $Per ms t o user ’ s
per mi ssi ons.
    - - >
    <$Per ms = >
    <I F $User  eq " " >                          <! - -  par se t he cooki e - - >
      <$Pass = ><$var s = " User "  " Pass" >
      <decr ypt  $Logi nCooki e $SERVER_NAME>
      <r eadvar s $var s $r et >                   <! - -  get  User ,  Pass - - >
    </ I F>
    <I F $User  eq " " ><r edi r ></ I F>              <! - -  not  l ogged i n - - >
    <SQL MAX=1 " sel ect  EncPass,  Per ms f r om passwd wher e User  = $User " >
    </ SQL>
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    <I F $l oop eq 0><r edi r ></ I F>               <! - -  no such user  - - >
    <pwencr ypt  $Pass $EncPass>
    <I F $r et  neq $EncPass><r edi r ></ I F>        <! - -  bad passwor d - - >
    <st r f mt  " User =%U&Pass=%U"  $User  $Pass>    <! - -  r aw cooki e - - >
    <encr ypt  $r et  $SERVER_NAME>               <! - -  encr ypt  i t  - - >
    <header  COOKI E=" Logi nCooki e"  VALUE=$r et >  <! - -  make a  cooki e - - >
  </ A>

  <! - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - >
  <A NAME=okper m EXPORT p bai l =y>             <! - -  check per m  - - >
    <I F $Per ms eq " " ><$Per ms = " " ></ I F>       <! - -  l et  <st r st r > wor k - - >
    <st r st r  $p $Per ms>
    <I F $r et  eq - 1 and $bai l  eq " y" >
      <H2>For bi dden</ H2>
      Sor r y,  you do not  have $p pr i v i l eges r equi r ed f or  t hi s page.
      </ l ook><exi t >
    </ I F>
  </ A>

  <! - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - >
  <A NAME=l ook EXPORT chk=y t i t l e=" " >         <! - -  header ,  check user  - - >
    <I F $chk eq " y" ><ver i f yuser ></ I F>
    <I F $t i t l e neq " " > <HEAD><TI TLE>$t i t l e</ TI TLE></ HEAD> </ I F>
    <BODY BGCOLOR=whi t e>
    <I F $t i t l e neq " " > <H2>$t i t l e</ H2><P> </ I F>
  </ A>

  <! - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - >
  <A NAME=/ l ook EXPORT>                       <! - -  f oot er  HTML,  l i nks - - >
    <P><HR><A HREF=$ur l >Mai n Page</ A>
     &nbsp; <A HREF=$ur l / l ogi n. ht ml >Re- l ogi n</ A>
    <okper m p=" admi n"  bai l =n>
    <I F $r et  neq - 1>                          <! - -  ext r a l i nks i f  admi n -
- >
      &nbsp; &nbsp; &nbsp; <A HREF=$ur l / l i s t user s. ht ml >User  Li st </ A>
      &nbsp; <A HREF=$ur l / cr eat euser . ht ml >Cr eat e User </ A>
      &nbsp; <A HREF=$ur l / del user . ht ml >Del et e User </ A>
    </ I F>
    </ BODY>
  </ A>

  <A NAME=go PRI VATE say=" " >                  <! - -  macr o f unct i on - - >
   <TR><TD ALI GN=r i ght > </ TD>
     <TD ALI GN=l ef t > <I NPUT TYPE=submi t  VALUE=" $say" > </ TD></ TR>
  </ A>

  <! - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - >
  <A NAME=l ogi n PUBLI C>                       <! - -  l ogi n page - - >
    <l ook chk=n t i t l e=" Logi n" >
    <r ex " / l ogi n\ . ht ml =>>="  $HTTP_REFERER>    <! - -  wher e wer e t hey? - - >
    <I F $r et  neq " " >                          <! - -  t hey wer e j ust  her e - -
>
      Logi n i ncor r ect .
    <ELSE>
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      Pl ease l ogi n wi t h your  user  name and passwor d:
    </ I F>
    <P>
    <FORM METHOD=post  ACTI ON=$ur l >
      <TABLE BORDER=0>
        <TR><TD ALI GN=r i ght > User :  </ TD>
          <TD ALI GN=l ef t > <I NPUT NAME=User  SI ZE=16> </ TD></ TR>
        <TR><TD ALI GN=r i ght > Passwor d:  </ TD>
          <TD ALI GN=l ef t > <I NPUT TYPE=passwor d NAME=Pass SI ZE=16>
</ TD></ TR>
        <go say=" Logi n" >
      </ TABLE>
    </ FORM>
    </ l ook>
  </ A>

  <! - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - >
  <A NAME=r edi r  PRI VATE>                      <! - -  r edi r ect  t o l ogi n - - >
    <sum " %s"  $ur l r oot  " / l ogi n. ht ml " >
    <header  NAME=" Locat i on"  VALUE=$r et >
    Pl ease <A HREF=" $ur l r oot / l ogi n. ht ml " >l ogi n</ A> f i r s t .
    <exi t >
  </ A>

  <! - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - >
  <A NAME=cr eat euser  PUBLI C>                  <! - -  cr eat e- user  f or m - - >
    <l ook t i t l e=" Cr eat e New User " >
    <okper m p=" admi n" >                        <! - -  ar e we admi n? - - >
    Ent er  t he new user ’ s dat a bel ow:  <P>
    <FORM METHOD=post  ACTI ON=$ur l / docr eat e. ht ml >
      <TABLE BORDER=0> <TR><TD ALI GN=r i ght > User :  </ TD>
          <TD ALI GN=l ef t > <I NPUT NAME=newuser  SI ZE=16> </ TD></ TR>
        <TR><TD ALI GN=r i ght > Passwor d:  </ TD>
          <TD ALI GN=l ef t > <I NPUT TYPE=passwor d NAME=newpass SI ZE=16>
          </ TD></ TR>
        <TR><TD ALI GN=r i ght > Per mi ssi ons:  </ TD>
          <TD ALI GN=l ef t > <$poss = " sear ch"  " i nser t "  " admi n" >
            <checkbox newper ms $poss " "  $poss> </ TD></ TR>
        <go say=" Cr eat e User " >
      </ TABLE>
    </ FORM>
    </ l ook>
  </ A>

  <! - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - >
  <A NAME=docr eat e PUBLI C>                    <! - -  cr eat e user  - - >
    <l ook t i t l e=" Cr eat e User " >
    <okper m p=" admi n" >                        <! - -  ar e we admi n? - - >
    <I F $newuser  eq " " > Pl ease ent er  a user .      <exi t > </ I F>
    <I F $newpass eq " " > Pl ease ent er  a passwor d.  <exi t > </ I F>
    <sum " , %s"  " "  $newper ms>
    <subst r  $r et  2 - 1>
    <$newper ms = $r et >
    <I F $newper ms eq " " >
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      You must  sel ect  at  l east  one per mi ssi on.
      <exi t >
    </ I F>
    <pwencr ypt  $newpass " " ><$epass = $r et >
    <SQL NOVARS
      " i nser t  i nt o passwd val ues( count er ,  $newuser ,  $epass,  $newper ms) " >
    </ SQL>
    <I F $l oop eq 1> User  $newuser  cr eat ed.  </ I F>
    </ l ook>
  </ A>

  <! - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - >
  <A NAME=del user  PUBLI C>                     <! - -  del et e- user  f or m - - >
    <l ook t i t l e=" Del et e User " >
    <okper m p=" admi n" >                        <! - -  ar e we admi n? - - >
    Del et e a user :  <P>
    <FORM METHOD=post  ACTI ON=$ur l / dodel . ht ml >
      <TABLE BORDER=0>  <TR><TD ALI GN=r i ght > User :  </ TD>
          <TD ALI GN=l ef t > <I NPUT NAME=del user  SI ZE=16 VALUE=" $del user " >
          </ TD></ TR>
        <go say=" Del et e User " >
      </ TABLE>
    </ FORM>
    </ l ook>
  </ A>

  <! - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - >
  <A NAME=dodel  PUBLI C>                       <! - -  del et e user  - - >
    <l ook t i t l e=" Del et e User " >
    <okper m p=" admi n" >                        <! - -  ar e we admi n? - - >
    <I F $del user  eq " " > Pl ease ent er  a user .  <exi t > </ I F>
    <SQL NOVARS MAX=1 " del et e f r om passwd wher e User  = $del user " ></ SQL>
    User  $del user  del et ed.
    </ l ook>
  </ A>

  <! - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - >
  <A NAME=l i st user s PUBLI C>                   <! - -  l i s t  al l  user s - - >
    <l ook t i t l e=" User  Li st " >
    <okper m p=" admi n" >                        <! - -  ar e we admi n? - - >
    The exi st i ng user s ar e:  <P>
    <TABLE BORDER=0>
    <TR> <TH> </ TH> <TH> User  </ TH><TH> Cr eat ed </ TH>
        <TH> Per mi ssi ons </ TH> </ TR>
    <SQL ROW " sel ect  i d,  User  u,  Per ms per ms f r om passwd or der  by User " >
      <TR> <st r f mt  " ?del user =%U"  $u>
        <TD> <A HREF=$ur l / del user . ht ml $r et >Del et e</ A> </ TD>
        <TD> $u </ TD> <TD><f mt  "  %at  "  " %b %e %Y"  $i d></ TD>
        <TD> $per ms </ TD> </ TR>
    </ SQL>
    </ TABLE>
    </ l ook>
  </ A>
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  <! - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - >
  <A NAME=mkadmi n PUBLI C>                     <! - -  boot st r ap - - >
    <I F $REMOTE_ADDR neq " " >                  <! - -  secur i t y  check - - >
      Thi s f unct i on must  be cal l ed f r om t he command l i ne.
      <exi t >
    </ I F>
    <SQL NOVARS " cr eat e t abl e passwd( i d count er ,  User  var char ( 10) ,
        EncPass var char ( 10) ,  Per ms var char ( 10) ) " >
    </ SQL>
    <SQL NOVARS " cr eat e uni que i ndex xpassu on passwd( User ) " ></ SQL>
    admi n user s’ s passwor d ( ENTER t hen EOF char ) :  <f l ush>
    <r eadl n MAX=1 " - " ></ r eadl n>
    <r ex " [ ^ \ space] +"  $r et >
    <! - -  User  passwor ds ar e our  most  sensi t i ve dat a;  i f  a hacker  br oke
      - -  i nt o our  web ser ver  t hey coul d gr ab t he passwd t abl e wi t h al l
      - -  t he passwor ds i f  t hey wer e st or ed i n t he c l ear .   So we use a
      - -  Uni x- st y l e one- way encr ypt i on:  not  even t hi s scr i pt  can decr ypt
      - -  t he user ’ s passwor ds,  onl y ver i f y  t hem when pr esent ed at  l ogi n:
      - - >
    <pwencr ypt  $r et  " " >                       <! - -  encr ypt  i t  - - >
    <SQL NOVARS " i nser t  i nt o passwd val ues( count er ,  ’ admi n’ ,  $r et ,
         ’ admi n, sear ch, i nser t ’ ) " >
    </ SQL>
    <I F $l oop neq 0> admi n user  cr eat ed </ I F>
  </ A>

  </ SCRI PT>

Let’s look at some of what this script does (next page):

Controlled Access Applications - Continued

We store user names, passwords and permissions in the passwd table. Passwords are one-way encrypted, so a
hacker can’t see all the passwords for everyone if there’s a security breach.

The mkadmi n function initializes our table, creating our first admin user. Therefore, first we must run mkadmi n
once from the command line (because no web user should be allowed to re-init the table!):
t ex i s passwd/ mkadmi n. ht ml

It creates the password table and the admi n user, prompting us for a password to assign for the user. Now we can
go to our browser and login as the admi n user. Since admi n has full privileges, it’s best we now create some non-
admin "ordinary" users via the Cr eat e User  link.

The core function is ver i f yuser  . This is called at the top of every protected page in the application, via our
l ook  function. It checks the user and password against the table, and redirects to a login page if the user hasn’t
logged in or has a bad password. A session cookie is created with the user’s data, so they only have to login once per
session.

The l ogi n function prompts for the login, for non-logged in users. It submits to the protected application entry
point, mai n in our patent script.
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The okper m function checks a user’s permission level, after we’ve verified their password with ver i f yuser  . We
can use this to deny non-admin users access to the admin pages, such as cr eat euser  and del user  : note the
calls to <okper m> in those functions.

Vortex Library Modules

The problem

When creating a complex Vortex application, keeping the code in one large script can be unwieldy as code size
increases. For example, our previous security example more than doubles the size of our patent example, even
though it’s only part of the application. Splitting it into multiple scripts is easier. But that usually means common
code - such as look-and-feel or security functions - must be duplicated among the files. And when these functions
are changed in one file, all the others must be updated too, which is time-consuming and error-prone. It may be
unclear which files need to be updated without searching them for calls of common functions.

Keeping track of revisions is an issue also. One programmer may revise a script, unaware that another is still
working on the same section, and stomp the other’s changes. A new version might introduce some bug, but without
specific backups it’s difficult to fall back to a known safe version.

The solution

Library modules help solve these problems. Modules, available in Vortex versions after 2.6.936300000 (Sep. 2
1999), provide the following features to Vortex:

• Modularity
Code for an application can be split into logical sections instead of one big file.

• Code sharing
Functions can be utilized by multiple scripts without copying, while maintaining a single source point for
the common code.

• Automatic dependency checking
Scripts that share common code are automatically recompiled when that code changes, keeping them up-to-
date.

• Revision control
Previous versions of code are directly available, as backups in case of errors or simply to "freeze" the code
base for a given script.

• Advisory locks
A module can be locked to let others know that changes are in progress, helping prevent revision clashes.

These features are provided transparently to the user, without the clunky prototyping or hand-edited dependency
checking common to other languages.

Overview

A Vortex module is a script that is stored in the library and whose functions are callable by other scripts. The library
is composed of the SQL tables SYSLI B and SYSDEP in the default database, which are automatically created as
needed.
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Every module has a name, by which other scripts can include it, and one or more dated revisions. New revisions of
modules are inserted into the library by checking them in (the - c i  command-line option). The source code can be
retrieved for modification by checking out the module (the - co option). A module’s functions are included in a
script for use with the <USES> directive.

Writing a Module

Let’s create a module to see how they work. In a large application, the most common task is generating the common
look and feel HTML for each page. Since many applications need to share such code, and it may change over time,
it’s a good candidate for a module:
  <SCRI PT LANGUAGE=vor t ex>

  <A NAME=l ook EXPORT t i t l e>
    <HEAD><TI TLE>$t i t l e</ TI TLE></ HEAD>
    <BODY BGCOLOR=whi t e>
    <H1>$t i t l e</ H1><P>
  </ A>

  <A NAME=/ l ook EXPORT>
    <P><HR>
    Back t o <A HREF=" $ur l / " >home page</ A>
    </ BODY>
  </ A>

  </ SCRI PT>

We declared a l ook  function to generate the entry HTML for a page. It takes a t i t l e as a parameter. Similarly,
the / l ook  function generates the bottom or exit HTML, with a link back to the home page.

The first thing to note about this script is the absence of a mai n function. We don’t need one because this script
won’t be run as a standalone application: its functions will be included into other scripts. Indeed, if we try to run this
script as usual, we’ll get an error saying there’s no mai n function. We left it out because this is not our main
application.

Also, we’ve declared the scope of these functions as EXPORT . This means that other scripts can see them, but the
user (from the browser) cannot directly call these functions; they are private to the application. We want to control
when and how these functions are called: since they’re only used by other functions, the user should never directly
call them.

We can turn this script into a module by inserting it into the library (next page):

Inserting a Module

We save our previous page’s script to a file, say code , and insert it into the library with this command line:
t ex i s - c i  - modul e l ookf eel  code

This checks in (inserts) the script into the library as the module l ookf eel  , copying it from the file code . We are
prompted for a log message since we didn’t enter one on the command line; enter any descriptive message and end it
with a ".  " on a line by itself:

  shel l > t exi s - c i  - modul e l ookf eel  code
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  Ent er  l og message,  t er mi nat ed wi t h s i ngl e ’ . ’ :
  >> Look and f eel  f unct i ons
  >> .
  Checked i n and unl ocked modul e l ookf eel : 1. 1 f r om f i l e code

Vortex tells us that the module was checked in, and unlocked (more about that later). The script source code was
inserted into the library (the SYSLI B and SYSDEP tables in the default database. We can now delete the code file
if we wish: it can always be retrieved from the library again.

Listing the library

We can list what modules are in the library with the - l i s t l i b option:

  shel l > t exi s - l i s t l i b
  Modul e: Revi s i on    Cr eat ed           Locked
  - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -
  l ookf eel : 1. 1       1999- 12- 02 11: 20

We see our module l ookf eel  and its latest (only) revision, 1.1. The creation date is given, and if the module were
locked, that would be shown in the Locked column (more on that later).

Now let’s use our module in a script (next page):

Using a Module

Now that we’ve created a module l ookf eel  , we can use it in our main application script. Let’s go back to our
usual file exampl e in the HTML document tree, and edit it like this:

  <SCRI PT LANGUAGE=vor t ex>

  <USES l ookf eel >

  <A NAME=mai n PUBLI C>
    <l ook t i t l e=" I nt r oduct i on" >
    Thi s i s  our  mai n appl i cat i on page.
    </ l ook>
  </ A>

  </ SCRI PT>

We put the directive <USES> at the top of the script. This tells Vortex that we’re going to use the module
l ookf eel  in our script and to include it: we now have access to its functions. The entire exampl e application is
still compiled into a single exampl e. vt x  file for speed however: the library isn’t constantly referred to at run-
time.
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We save this to exampl e , and run it from our browser. We get the following output:

Our mai n function calls the <l ook> and </ l ook> functions to produce its header HTML. These don’t exist in the
exampl e script itself, but they do in the l ookf eel  module we included.

Now we’ve got a clean exampl e file without the clutter of the look and feel functions; we can dedicate it to high-
level application code. Moreover, other application scripts can share these functions just as easily.

The real power of modules comes down the road, however (next page):

Checking Out a Module

We’ve got a useful look and feel module in the library, and over time we use it in many application scripts.

But two days later, we decide it needs changing: we want the t i t l e to default to empty, and the background color
to be yellow. We also want to add a link to the bottom. So we need to edit the module’s source code.

We deleted the source file code yesterday, but that’s no problem because the library’s got the source. We can view
it by checking out the module on the command line:

  shel l > t exi s - co - l ock - modul e l ookf eel  code
  Checked out  and l ocked modul e l ookf eel : 1. 1 t o f i l e code

This tells Vortex to check out (copy) the module l ookf eel  to the file code : we’ve got the original source back.

Locking

We added the option - l ock  to the command line to lock the module. Locking a module helps prevent other
programmers from updating the same module while we’re editing it. It might take us several hours or days to make
our changes: what if another programmer tries to edit the module while we’re editing it? Our changes would stomp
one another.
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But since the module is locked, if another programmer on another host tries to edit it, they’ll get an error message
saying it’s locked. This keeps modifications serial, so that each change is aware of the previous changes.

We can see the lock status with - l i s t l i b :

  shel l > t exi s - l i s t l i b
  Modul e: Revi s i on    Cr eat ed           Locked
  - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -
  l ookf eel : 1. 1       1999- 12- 02 11: 20  l ocal host  1999- 12- 04 11: 25

Note the lock holder’s remote host and date in the Locked column. (The host is used because a future release of
Vortex will allow modules to be updated remotely.)

It is important to keep in mind what "locked" means. A locked module is a temporary state, and means someone is
editing the module; no one else should edit it. An unlocked module means no work is in progress on the module: any
one person can start editing it, but they’ve got to lock it first.

Don’t think of "locked" as "it’s safely locked, no one’s editing it", but rather "I locked it for editing, I’ll unlock it
when I’m done."

We can now edit our module file code (next page):

Updating a Module

We’ve edited our code file to look like this:

  <SCRI PT LANGUAGE=vor t ex>

  <A NAME=l ook EXPORT t i t l e=" " >
    <I F $t i t l e neq " " >
      <HEAD><TI TLE>$t i t l e</ TI TLE></ HEAD>
    </ I F>
    <BODY BGCOLOR=yel l ow>
    <I F $t i t l e neq " " >
      <H1>$t i t l e</ H1><P>
    </ I F>
  </ A>

  <A NAME=/ l ook EXPORT>
    <P><HR>
    <A HREF=" $ur l / " >Home page</ A>
    <what ur l >
    &nbsp; <A HREF=" $r et " >Ot her  st uf f </ A>
    </ BODY>
  </ A>

  <A NAME=what ur l  PRI VATE>
    <r ex " >>=111\ . 222\ . 333\ . ="  $REMOTE_ADDR>
    <I F $r et  neq " " >
      <RETURN " / some/ i nt er nal / admi n/ page/ " >
    <ELSE>
      <RETURN " / some/ publ i c / page/ " >
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    </ I F>
  </ A>

  </ SCRI PT>

We’ve added a default value to the t i t l e parameter. We also changed the background color to yellow.

We also added a second link to the bottom of the page. If the user is from our local private net, we want give them a
link to our protected admin page as well. But if they’re not, we want to link to a public page.

We put this logic in the what ur l  function to avoid cluttering / l ook  ; it determines which URL by checking
$REMOTE_ADDR . We made it a PRI VATE function because no other script will ever need to use it, only the
/ l ook  function does.

Static Revisions

Note that during our editing, the library module l ookf eel  in use by applications hasn’t changed a whisker: we’re
editing the file code , and not until we’re done will it become part of the library. Thus any typos won’t affect live
applications.

Check in

Now we check in our revised l ookf eel  module (next page):

Checking In a New Revision

We’re done editing code , now it’s time to check it back into the library:

  shel l > t exi s - c i  - modul e l ookf eel  code
  Ent er  l og message,  t er mi nat ed wi t h s i ngl e ’ . ’ :
  >> Def aul t  par amet er s t o <l ook>
  >> New l i nk at  bot t om of  page
  >> .
  Checked i n and unl ocked modul e l ookf eel : 1. 2 ( f r om 1. 1)  f r om f i l e code

We use the - c i  option again, and we’re prompted for a log message. (We could use - l og msg to avoid the
prompt.) We enter a brief description of our changes.

Vortex tells us that it checked in revision 1.2 - a new revision - of our module l ookf eel  , derived from the old
revision 1.1. It also unlocked the module, since we’re done editing.

If we look at the lib status with - l i s t l i b we see:

  shel l > t exi s - l i s t l i b
  Modul e: Revi s i on    Cr eat ed           Locked
  - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -
  l ookf eel : 1. 2       1999- 12- 04 11: 51

Our module l ookf eel  is now at revision 1.2, which was created at 11:51 on Dec. 4, and it’s unlocked - no one’s
editing it anymore. The previous revision is still in there; we can see it with - l i s t r ev  which lists all revisions, not
just the latest:
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  shel l > t exi s - l i s t r ev
  Modul e: Revi s i on    Cr eat ed           Locked
  - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -
  l ookf eel : 1. 2       1999- 12- 04 11: 51
  l ookf eel : 1. 1       1999- 12- 02 11: 20

Note that we really didn’t "edit" revision 1.1: we edited a copy, and created a new revision 1.2. Once checked in,
revisions are not changed: only new ones deposited. This ensures we can back up in case we make a mistake.

We can once again delete code if we wish. Now let’s go back to our application exampl e (next page):

Using a New Revision

We’ve checked in a new revision of our module l ookf eel  . Now let’s run our exampl e application again. Just
reload it in the browser, and we see:

Automatic dependency checking

We’ve got the new look and feel - the extra link at the bottom and the new background color - without having
touched the example file in any way . The next time we ran exampl e , Vortex automatically noted that although
exampl e itself hadn’t changed, a module it uses was updated since the last time exampl e was compiled. So the
script was automatically re-compiled to take advantage of the new l ookf eel  functions.

This is extremely helpful in a large development environment. We might have dozens of scripts all over the place
that use the l ookf eel  module. If the auto-recompile didn’t happen, we’d have to go look for them all and
recompile them manually. As a module author, we might not even have any idea where the application scripts are.
With modules, that’s not a problem: as soon as we check in a new revision, scripts that use it are notified.

Let’s modify exampl e to take advantage of our simpler l ook  syntax (next page):
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Function Scope in Modules

Sometime later, we decide to edit the exampl e application:

  <SCRI PT LANGUAGE=vor t ex>

  <USES l ookf eel >

  <A NAME=mai n PUBLI C>
    <l ook t i t l e=" My Si t e" >
    Thi s i s  our  mai n appl i cat i on page.
    <what ur l >
    <P> You came f r om t he URL:  $r et
    </ l ook>
  </ A>

  <A NAME=what ur l  PRI VATE>
    <RETURN $HTTP_REFERER>
  </ A>

  </ SCRI PT>

We changed the title.

We also added a <what ur l > function to determine what URL the user came from last, because we want to print
out that information in mai n . Since it’s a quick little function, we make it PRI VATE because no one else will use it.

Function scope

But look out! We already have a <what ur l > function in our module l ookf eel  , which is included in this script.
We have two different functions doing two different things, but with the same name because we forgot about our
long-ago <what ur l > function in the module. Name conflict!

Had both the module code and our exampl e app been in the same traditional script, this would be an error. But
instead, the PRI VATE scope comes to our rescue: each function is only visible to the file it is declared in. So our
exampl e ’s <what ur l > function and call is completely independent of the l ookf eel  module.

This is another reason functions should always be declared with as small a scope as possible - PRI VATE before
EXPORT before PUBLI C . It avoids nasty suprises with functions that "nobody else will ever see...".

Had we declared both functions EXPORT or PUBLI C , then we’d have a name conflict and compile error, just as if
they were in the same script.

(next page):

Using Older Revisions

Try as we might, we make mistakes. Or change our minds. Sometime later, we decide against the new l ookf eel
changes and want to go back to the original. We don’t want to re-edit the whole module again, because we’ve already
got that old revision in the lib. We also do not want other applications that use this module to be affected - they
should still use the new look and feel.
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Now we’ve made several changes to l ookf eel  over time, and we don’t remember exactly what revision number
we want. We only know that we want to "fall back" to the code as it was on Dec. 3 - after our first rev but before the
second.

We can accomplish this with another argument to the <USES> directive in our script, the DATE argument:

  <USES DATE=" 1999- 12- 03"  l ookf eel >

This tells Vortex to use the version of l ookf eel  available on Dec. 3, instead of the latest revision. If we make this
change to exampl e and reloaded it, then we see the old look and feel (white background).

Furthermore, the exampl e application is now "frozen" in time: if someone makes yet another revision to
l ookf eel  , our exampl e will not see the new revision, because we’re locked to the Dec. 3 rev level. All with less
than a one-line edit.

Multiple Modules

Multiple modules

As our application grows, we may want more modules for other functionality. No problem: check ’em in the lib and
add ’em to the <USES> directive in our exampl e application:

  <USES l ookf eel  shopcar t  cr edi t car d>

Indirect includes

Modules can even use each other; the cr edi t car d module above might use a cct ool s  module for low-level
functions. It would simply have a <USES cct ool s> directive.

Our top-level exampl e script would then indirectly depend on any changes to cct ool s  , even though the
programmer doesn’t realize it. No problem: automatic dependency checking will cover that, and re-compile
exampl e if such an indirect module changes.

Overly complicated includes

Certain combinations of module syntax are disallowed in Vortex to avoid possibly erroneous or confusing situations.
For example, Vortex insists that the entire code base for an application be of the same date level - all modules be the
same date. This means that the DATE attribute to to USES is only allowed once, and only in the top-level
application. Otherwise, two modules could try to include different revisions of the same third module - functions
would clash. And the top level app developer - who is most important - would never know what mysterious
combination of dated code his modules are including beneath him. "Fallback" would be impossible, and auto-
dependency checking might not work.

For similar reasons, a specific revision number cannot be given in USES : it would only be correct for one module,
and may be a different date or even nonexistent in another module.

Branching revisions, ala RCS, are also not supported: if the revision list for a module gets that complicated, it’s time
for a new module, not a complicated tree branch.
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Other Module Options

Some other useful library options include:

• -unlock
Used to unlock a module. After you’ve locked a module for editing, you might decide not to edit it after all.
- unl ock  will unlock it, ie. let someone else edit it.

• -force
Force a check-in or unlock even if not owning a lock. This can be used to override the normal advisory
locking that prevents multiple simultaneous edits. Use with caution.

• -targets
Lists the targets (scripts or modules) that depend on (use) the module named with - modul e . This is
useful to find out what applications will be affected should the module be updated. Somebody might be
depending on your module that you’re unaware of!

• -del
A module can be deleted with the - del  option. Only a specific revision, or revisions older than some date,
can be deleted if the - r ev  or - dat e options are used with it. Useful for pruning old revisions from the
library when it gets big. Unlike some revision systems such as SCCS, each revision in the library is a
complete copy of the source, so previous revisions aren’t needed to re-generate the latest revision’s source.

• -rev N.N
Name a specific revision N. N for use with - del  .

• -date D
Give a Texis-parseable date D for use with - del  .

• -wipelib
This option will completely erase the entire library, if you want to start over from scratch. Use with
caution!

Vortex Coding Tips

Over time we’ve found some tips that make Vortex scripts easier to write and maintain:

Indent blocks

Indent code of equal block depth equal amounts:

  <A NAME=f unc PUBLI C>
    St ar t
    <I F $x eq 1>
      <I F $y eq 2>
        x  i s  1 and y i s  2
      <ELSE>
        somet hi ng el se i s  t r ue
      </ I F>
    </ I F>
  </ A>
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This makes code more readable, and since Vortex strips leading spaces from the output, there’s no wasted network
bandwidth. (Some HTML generators are copious space wasters.)

Declare function scope

Always declare a function’s scope in any significant application. Because of back-compatibility rules, Vortex may
change the implicit scope of a function from what you expect.

Declare lowest needed scope

Don’t make a function PUBLI C unless it has to be. You don’t want accidental or intentional running of sensitive
functions.

Use header/footer functions

Every page in an app usually has common HTML for the top and bottom, so why not put that in a separate pair of
functions? We usually call them l ook  and / l ook  for symmetry:

  <A NAME=l ook PRI VATE>
    <BODY BGCOLOR=whi t e>
  </ A>

  <A NAME=/ l ook PRI VATE>
    </ BODY>
  </ A>

  <A NAME=mai n PUBLI C>
    <l ook>
    Thi s i s  mai n.
    </ l ook>
  </ A>

This way, a function can concentrate on its page’s unique HTML without clutter. It also makes it easy to change the
overall look and feel of the app.

Our examples in this tutorial sometimes omit these functions, but only for brevity.

Use macro functions

It’s often useful to write "macro" functions in Vortex, to encapsulate commonly used HTML sequences. For
example:

    <A NAME=f n>
      <FONT COLOR=" #BOBOBO"  FACE=Hel vet i ca>
    </ A>

    <A NAME=/ f n>
      </ FONT>
    </ A>

    <A NAME=mai n>
      We have <f n>many</ f n> di f f er ent  <f n>f ont </ f n> changes
      i n <f n>t hi s</ f n> exampl e.
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    </ A>

This not only cleans up the code and saves time, it makes it trivial to change the font look/feel later - only one
function to change.

<sum> and <substr> to make a CSV list

The <sum> function can be used to concatenate a list into a comma-separated-value string:

    <$x = " A"  " l i s t "  " of "  " wor ds" >
    <sum " , %s"  " "  $x>
    <subst r  $r et  2 - 1>

We use <subst r > afterwards to strip off the leading two commas: one for our empty string (forces string cat), and
one from the first "real" value of $x  .

Append all values, then sum at end

It’s more efficient to append multiple values in a list, and sum the values all at once, than to sum multiple times:

    <A NAME=f unc>
      <$x = >
      . . .
      <$x = $x $One>
      . . .
      <$x = $x $Two>
      . . .
      <$x = $x $Thr ee>
      <sum " %s"  " "  $x>
      <$x = $r et >
    </ A>

instead of:

    <A NAME=f unc>
      <$x = >
      . . .
      <sum " %s"  " "  $x $One>
      <$x = $r et >
      . . .
      <sum " %s"  " "  $x $Two>
      <$x = $r et >
      . . .
      <sum " %s"  " "  $x $Thr ee>
      <$x = $r et >
    </ A>
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Use <sum> instead of SQL math

<sum> is faster than a math statement, and does not require a Texis database handle:

    <sum " %s"  " "  $x $y>
    i s  f ast er  t han:
    <$r et  = ( ’ ’  + $x + $y) >

Printing a full binary value

Not all functions in Vortex can accept full binary (varbyte) data; many stop at nul (a 0 byte). <f mt > is binary
compatible; use it to print a varbyte field as-is in its entirety, no escapement and no truncation.

Check the <SQLCACHE> setting

If you’re doing a lot of the same <SQL> s, or a lot of Texis math statements (with parens), repeatedly in a loop, up
the <SQLCACHE> value at the top of the script. This can make SQL run faster as more handles are used to cache
statements.

UPDATE, INSERT and DELETE return rows

Not only SELECT statements, but UPDATE and DELETE return rows in <SQL> . This can save a table read in some
cases. For example, if we have a password table with user name, password, last login time, and permissions, we can
verify the user name and password, update the last-login, and get the user’s permissions, all in one statement:

  <SQL MAX=1 " updat e passwd set  Last Logi n = ’ now’
              wher e User  = $user  and Pass = $pass" >
  </ SQL>

Even though we didn’t select anything, and only updated one column, we will get back the entire updated row. This
saves us having to select it right after.

Use NOVARS, MAX=1 for most non-selects

The flip side of the above example is that we might unintentionally set Vortex variables as the result of a DELETE
or UPDATE . Unless you really want the returned data (as we did above), use NOVARS to make sure no vars are
disturbed:

  <SQL MAX=1 NOVARS " del et e f r om t bl  wher e i d = $i d" ></ SQL>

Without the NOVARS , all the columns from our delete would set variables in Vortex as if it were a select.

Also, we used MAX=1 to ensure only one row was deleted, when we only want one row deleted. If $nul l  was set
and $i d was empty, then without the MAX=1 , the entire table would be deleted! (The wher e clause went away
due to $nul l  .) MAX=1 is a "safety" here: at worst only 1 wrong row is deleted if $i d is unset.

Check the log and HTML source for errors
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If your script suddenly does nothing, or the unexpected, look at the HTML source of the output in your browser, and
check / usr / l ocal / mor ph3/ t exi s/ vor t ex. l og (or c: \ mor ph3\ t exi s\ vor t ex. l og under
Windows) for errors. They can provide the exact location and details of what went wrong.

Scan the manual for useful functions

Vortex was designed for web sites; chances are it’s got a feature that’ll help you. Scan the manual and look at what
those other functions do; maybe they’ll come in handy. If you don’t see a way to do something, ask tech support.

Use <CAPTURE> to copy output

The <CAPTURE> function is like file redirection: it captures the output of a given block of Vortex code. This is
useful for complex string construction: just print the values out in a <CAPTURE> block, instead of a long
<st r f mt > or concatenation statement.

Tie in other programs with <EXEC>

The <EXEC> statement runs an arbitrary program. It’s a quick and easy way to obtain data from another process into
Vortex.

Cookies with <header>

The <header > function can produce arbitrary headers for your script, such as redirects and cookies.

Flush output before SQL

<SQL> statements sometimes take a while. Make sure that your users at least see the output you’ve produced up to
that point while they wait, by calling <f l ush> just before any code that might take a while.

Common Vortex Mistakes

Over time we’ve seen folks make these mistakes often:

Passing SQL parameters in the statement

Embedded SQL parameters are there for protection - concatenating the statement and quoting literal arguments from
variables is not safe and wastes time. Eg. do this:

  <SQL " sel ect  x f r om t bl  wher e y l i ke $quer y" >

NOT this:

  <SQL " sel ect  x f r om t bl  wher e y l i ke ’ "  $quer y " ’ " >

It’s easy to fall into this trap if you’ve had experience in other scripting languages.

Turning off query protection without knowing why

Errors like Quer y woul d r equi r e l i near  sear ch are there to protect your server from bogging down on
poorly formed SQL and/or bad user queries. If you get them, don’t just turn ’em off in <api cp> to let the query
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through. Fix your application and indexes, you’re probably missing some indexes or doing the query in a less
efficient manner.

Using SQL logic where Metamorph logic is more appropriate

Texis and Metamorph are designed for multi-word queries; it’s what we do. Don’t do this:

  <SQL " sel ect  x f r om t bl  wher e x l i ke ’ aaa’  and x l i ke ’ bbb’
             and x l i ke ’ ccc’ " >

because it takes 3 searches instead of one. Instead do this:

  <SQL " sel ect  x f r om t bl  wher e x l i ke ’ aaa bbb ccc’ " >

because l i ke requires all these terms to be present, and can do the search in one pass.

Accidentally passing multi-value params to non-select

Multi-value text parameters in <SQL> become parenthetical comma-separated strings. This is intended for set lists
in a Metamorph query. But in a non-sel ect  clause (eg. i nser t  ), it’ll just give you the wrong value:

  <SQL MAX=3 " sel ect  x f r om t abl e1" ></ SQL>
  . . .
  <SQL NOVARS " i nser t  i nt o t abl e2 val ues( $x,  5,  ’ now’ ) " ></ SQL>
  <! - -  whoops,  $x i s  mul t i - val ue f r om t hat  pr evi ous sel ect :
    - -  our  i nser t  get s a par en l i s t  acci dent al l y .
    - - >

The right way:

  <SQL MAX=3 " sel ect  x f r om t abl e1" ></ SQL>
  . . .
  <LOOP $x>
    <SQL NOVARS " i nser t  i nt o t abl e2 val ues( $x,  5,  ’ now’ ) " ></ SQL>
  </ LOOP>

It’s easy to miss that a var is really multiple values, because when you print it, only the first value would be printed
anyway. If you’re unsure, <LOOP> over it to see if it has more values.

Forgetting NOVARS flag when needed

Not just sel ect  statements, but updat e and i nser t  return rows and variables as well, and they return the entire
row - all columns. It’s easy to blow away a variable without knowing it:

  <! - -  schema:  cr eat e t abl e bob( x i nt ,  t x t  var char ( 10) )  - - >
  <$t xt  = " Some i mpor t ant  st r i ng t o save" >
  <SQL " updat e bob set  x = 5 wher e x = 4" ></ SQL>
  <! - -  We j ust  bl ew away our  $t xt  val ue,  even t hough i t ’ s  not  ment i oned
    - -  di r ect l y  i n t he updat e:  updat e r et ur ns t he whol e r ow.
    - -  Use NOVARS:
    - - >
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  <SQL NOVARS " updat e bob set  x = 5 wher e x = 4" ></ SQL>

Forgetting ROW flag when needed

Variables accumulate rows in <SQL> , <TI MPORT> , <r ex> and <xt r ee> loops. If you only need them one at a
time, and you’re selecting a lot of them, use ROW to save memory.

Trying to parse without REX

REX is your friend. Get to know it. Regular expressions have far more power and speed than stringing along with
copious calls to C-style functions like <st r st r > .

Wrong EXPORT type

If you’re only exporting a small variable like a user name or id, use URL export - it’s faster.

Forgetting to clear EXPORT vars

After a variable is exported, especially to the URL, it should be cleared if not needed, to prevent it cluttering up the
next URL. For example:

  <SCRI PT LANGUAGE=vor t ex>

  <EXPORT $i d URL>

  <A NAME=mai n>
    . . .
    <SQL MAX=25 " sel ect  i d,  Ti t l e f r om books . . . " >
      <! - -  $i d has onl y one val ue her e f or  $ur l :  - - >
      <A HREF=$ur l / det ai l s . ht ml >$Ti t l e</ A> <P>
    </ SQL>
    <! - -  $i d now coul d have 25 val ues,  and we don’ t  need ’ em;
      - -  t hi s $ur l  wi l l  be unnecessar i l y  l ong:
      - - >
    Li nk t o <A HREF=$ur l / ot her . ht ml >unr el at ed f unct i on</ A>
  </ A>

At the second $ur l  , we don’t care about $i d being exported to ot her  . But it’s still set, and to 25 values: that
URL will be very long.

To avoid this, we clear $i d just before the second $ur l  reference. (Or move its values to another non-EXPORT
var for safekeeping, if we still need them this invocation.)

Whitespace stripping

Leading literal whitespace is truncated in the output. Also, trailing newlines after functions are stripped too, so that
multiple non-output-generating function calls don’t print a bunch of newlines. This lead to unexpected results when
functions are strung together on a line. Use <f mt > or <send> to insert whitespace as needed.

Unintended period in variable name
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A period is a valid character for a variable in Vortex; this allows image map vars to come through. But sometimes
you want a real period after the var:

  The cost  i s  $pr i ce.   That ’ s al l .

Instead of printing $pr i ce , we’re actually referring to $pr i ce.  which probably is unset. Quote the var:

  The cost  i s  $’ pr i ce’ .   That ’ s al l .

Wrong case on function/statement names

Some names in Vortex are case-sensitive (variables and in-script functions), while others are case-in sensitive
(<SQL> , <LOOP> tags). You can always spell a reserved Vortex name in lower-case, regardless of sensitivity.
Also, any reserved name that is in upper-case in the manual is case-insensitive.

Processing Data from the Web

In addition to presenting data from its own tables to users, Vortex has the ability to obtain data from other servers on
the Web, just as a Web browser would.

By linking this with REX and Vortex’s other tools for text processing, we have a powerful way to obtain, process
and combine data from multiple sources on the Internet.

The fetch Statement

The <f et ch> statement, given a URL, fetches that page on the Web and returns it:

  <SCRI PT LANGUAGE=vor t ex>

  <A NAME=mai n PUBLI C>
    <FORM METHOD=post  ACTI ON=" $ur l / " >
      Ent er  a Ur l :  <I NPUT NAME=page SI ZE=40 VALUE=" ht t p: / / " >
      <I NPUT TYPE=submi t  VALUE=" f et ch" >
    </ FORM>
    <I F $page neq " " >
      <H2>Her e’ s t he l i nk t ext </ H2>
      <f et ch $page>
      <r ex ROW " <a=[ ^>] +>\ P=! </ a>* "  $r et >
        $r et  <BR>
      </ r ex>
    </ I F>
  </ A>

  </ SCRI PT>

This script asks for a URL $page , and then uses <f et ch> to contact that web server and obtain the page. <r ex>
is used in a loop to scan the raw HTML for the anchor text of hyperlinks. (The looping syntax of <r ex> was added
Sep. 24 1999.)

When we run this script against Thunderstone’s home page, we get the following (next page):
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The fetch Statement - Continued

When we ran the previous example against Thunderstone’s home page, we get the following:

We see the text of all the links on Thunderstone’s home page. Note the first link "text", which was really an image
link.
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Detailed Page Info

Once a Web document is fetched, Vortex automatically processes it for additional information. Several calls exist to
provide this information about the most recently fetched document:

• <urllinks>
We can obtain the URL links from the page with <ur l l i nks> . These are returned fully-qualified, ie.
relative links have the host name prepended, so they can be passed directly to <f et ch> .

• <urltext>
Often we want the plain, formatted text that the user sees, without any HTML tags. This is useful for text
indexing, and it is returned by the <ur l t ext > function.

• <urlinfo title>
This returns the title of the document, if any.

• <urlinfo contenttype>
This returns the MIME Cont ent - Type of the document. For example, if we really fetched a GIF, it
would be " i mage/ gi f  ".

• <urlinfo metaname Description>
This shows the value of the <META NAME=Descr i pt i on> tag in the document, if any. Useful for
adding to a search database.

• <urlinfo errmsg>
This gives us the error message from the last fetch. For example, Document  not  f ound if the Web
server couldn’t find the page.

There are more options available; see the Vortex manual on <ur l i nf o> .

Controlling Fetch Behavior

We can also exert control over how <f et ch> behaves while it is obtaining a document, with <ur l cp> :

• <urlcp timeout 10>
This sets the fetch timeout to 10 seconds (the default is 30): if the document is not completely returned by
then, the fetch is abandoned and a partial document (if any) is returned with an error. This provides a way
to avoid holding up an entire script for a slow server. Note that this is not the overall script <TI MEOUT> :
the Vortex script will not exit at this timeout, only <f et ch> . Thus this timeout should always be less than
the script timeout.

• <urlcp maxpgsize 2MB>
This will allow up to 2 megabytes of raw data to be returned per page before the fetch is abandoned with an
error. (Early versions of Vortex may require an explicit number.)

• <urlcp user bob>
This sets the user to use for fetching protected documents. Similarly, the password can be set with pass  .
(This is not the Texis user/password for SQL.)
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• <urlcp proxy "http://proxy.mysite.com/">
This will set the proxy server to use for fetches. Instead of contacting Web servers directly, <f et ch> will
use this host as a proxy server to obtain the documents: useful if you’re behind a firewall and need to go
through a proxy server.

See the manual on <ur l cp> for more options.

Accessing Forms

In addition to obtaining documents with <f et ch> , Vortex has the ability to submit documents with <submi t > .
This function takes a URL to a form and some variables, and submits the form with the variables. The results are
then returned as with <f et ch> .

This provides the ability to easily query complex forms on the Web. For example, let’s say some other site on the
Web has a form that lets users search various news archives:

  <FORM METHOD=post  ACTI ON=ht t p: / / www. sear ch- o- r ama. com/ sear ch>
    Quer y:          <I NPUT NAME=q SI ZE=20>
    What  dat abase:
     <SELECT NAME=db>
       <OPTI ON VALUE=cur  SELECTED>Cur r ent
       <OPTI ON VALUE=ol d>Last  mont h’ s
     </ SELECT>
  </ FORM>

We find this site useful, so we’d like to let our users search it, but in combination with our own site, and we want to
display the results together. We can do that with a script like this:

  <SCRI PT LANGUAGE=vor t ex>

  <A NAME=mai n>
    <FORM METHOD=post  ACTI ON=$ur l >
      Ent er  your  quer y:  <I NPUT NAME=quer y SI ZE=20>
      <I NPUT TYPE=submi t >
    </ FORM>
    <I F $quer y neq " " >
      Resul t s f r om my si t e:  <P>
      <SQL MAX=10 " sel ect  Ti t l e f r om myt bl  wher e Body l i kep $quer y" >
        $Ti t l e <BR>
      </ SQL>
      <P> Resul t s f r om sear ch- o- r ama:  <P>
      <ur l cp t i meout  10>
      <ur l cp r epar ent mode abs>
      <submi t  METHOD=post  URL=" ht t p: / / www. sear ch- o- r ama. com/ sear ch"
        q=$quer y db=" cur " >
      <send $r et >
    </ I F>
  </ A>

  </ SCRI PT>

(next page):
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Accessing Forms - Continued

The previous page’s script first searches our table myt bl  for results from our site, and prints them. Then it uses
<submi t > to search www. sear ch- o- r ama. com ’s archive and append those results to the user.

We set METHOD=post  because we happen to know their site can’t handle query strings. The rest of the form’s
variables are simply passed as assignment arguments to <submi t > . They will be automatically URL-encoded into
the proper format for submission.

We don’t want to wait too long for sear ch- o- r ama to return, so we set a timeout of 10 seconds (before the
submit).

When the <submi t > returns, we simply send the result HTML to our user. We use <send> so that the HTML
tags are not escaped, just as the original site would show.

The <ur l cp r epar ent mode abs> ensures that all links and images in the raw HTML returned by <submi t >
will be automatically made absolute (ie. include the host name). This ensures our user doesn’t see any broken links
from sear ch- o- r ama that were really relative: they would look like relative links to our site which don’t exist.

Parsing Search Results

Although our last example allowed us to search another site and show its results with ours, one drawback is that it
shows all results from that site, including banner ads, tables, etc. that clutter up our output.

We’d like to obtain just the nugget data from another site, and then format it in our style. The following script uses
<TI MPORT> and REX expressions to parse the results from a popular search engine:

(Run this example. Download the source.)

  <SCRI PT LANGUAGE=vor t ex>

  <A NAME=sear ch>
    <ur l cp t i meout  10>
    Sear chi ng wi t h
    <f mt  ’ <A HREF=" ht t p: / / i nf oseek. go. com/ Ti t l es/ ?qt =%U" >t hi s ur l </ A>’
       $quer y>.
    Resul t s: <P>
    <submi t  METHOD=get  URL=ht t p: / / i nf oseek. go. com/ Ti t l es/  qt =$quer y>
    <$r emoveme = " \ x0d"  " <b>"  " >><b =[ ^>] * >"  " </ b>" >
    <sandr  $r emoveme " "  $r et >
    <$schema= ’
      mul t i pl e
      r ecexpr  >>\ R<a hr ef \ =" ht t p: / / =[ ^>] +>=! </ a>+</ a><br >=! <br >* <br >=
      #                            1    2 3     4        5     6    7
      #       Name            Type            Tag
      f i el d   Li nk            var char ( 40)      1- 3
      f i el d   Ti t l e           var char ( 80)      4
      f i el d   Abst r act         var char ( 180)     6
    ’ >
    <TI MPORT ROW $schema $r et >
      <send " $Li nk" >$Ti t l e<send " </ A>" ><BR>
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      $Abst r act
      <P>
    </ TI MPORT>
  </ A>

  <A NAME=mai n>
    <FORM METHOD=post  ACTI ON=$ur l / sear ch. ht ml >
      Sear ch t he web f or :  <I NPUT NAME=quer y SI ZE=20>
      <I NPUT TYPE=submi t >
    </ FORM>
  </ A>

  </ SCRI PT>

Our <mai n> function submits a query to our <sear ch> function, where we pass that query to the remote server
with <submi t > .

When the remote search returns, we first clean up the result HTML a bit, removing some highlighting tags with
<sandr > .

Then we use <TI MPORT> to import the HTML, looking for the links, document titles, and abstracts of each search
result. Our record expression r ecexpr  is a REX expression to match each result in its entirety.

For each of these records, we obtain the Li nk  , Ti t l e and Abst r act  from subfields of the expression.
<TI MPORT> returns each result variable, looping over them.

Inside the <TI MPORT> loop, we simply print out the result variables, in our own format.

We can run this example to see the results (next page):

Parsing Search Results - Continued

When we ran the previous example with the query t est  , we get:
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We’ve stripped all the remote server’s HTML, leaving us with the raw result data to format as we please, inside the
<TI MPORT> loop.

Searching Multiple Sites Concurrently

Our previous example showed how to parse a single site’s search results and present them in our own format. This
gave us the basics of a proxy or portal site.

We can expand this to search multiple sites simultaneously with <f et ch PARALLEL> . The following example
is a condensed version of our Meta-search demo:

(Run this example. Download the source.)

  <SCRI PT LANGUAGE=vor t ex>

  <A NAME=var s>
    <$r awur l s =
     " ht t p: / / i nf oseek. go. com/ Ti t l es/ ?qt =xyzzy"

" ht t p: / / www. exci t e. com/ sear ch. gw?s=xyzzy&c=web&st ar t =0&showSummar y=t r ue"

" ht t p: / / sear ch. t hunder st one. com/ t exi s/ websear ch/ ?q=xyzzy&max=10&w3met a=1"
    >
    <$names =
     " I nf oseek"
     " Exci t e"
     " Thunder st one"
    >
    <$schemas =
     ’ #I nf oseek
     mul t i pl e
     r ecexpr  >>\ R<a hr ef \ =" ht t p: / / =[ ^>] +>=! </ a>+</ a><br >=! <br >* <br >=
     #                            1    2 3     4        5     6    7
     #       Name            Type            Tag
     f i el d   Li nk            var char ( 40)      1- 3
     f i el d   Ti t l e           var char ( 80)      4
     f i el d   Abst r act         var char ( 180)     6
     ’
     ’ #Exci t e
     mul t i pl e
     r ecexpr  >>\ % </ SMALL>\ x0a=<a hr ef =[ ^>] +>=[ ^<] +</ a>&nbsp; \ x0a\ -
=[ ^<] +
     #                        1       2    3 4    5                 6
7
     #       Name            Type            Tag
     f i el d   Li nk            var char ( 40)      2- 4
     f i el d   Ti t l e           var char ( 80)      5
     f i el d   Abst r act         var char ( 180)     7
     ’
     ’ #Thunder st one
     mul t i pl e
     r ecexpr  >><dt >=[ ^<\ x0a] +<a
=[ ^>] +>=[ ^<\ x0a] +</ a><dd>=[ ^<\ x0a] +<t t >=[ ^<\ x0a] +</ t t ><br ><i >=[ ^<\ x0a] +</
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i ><br ><smal l ><a =[ ^>] +>=[ ^<\ x0a] +</ a>=[ ^<\ x0a] +</ smal l ><p>\ x0a
     #             1        2   3    4 5        6        7        8    9
0           1        2                  3    4 5        6    7        8
9
     #       Name            Type            Tag
     f i el d   Li nk            var char ( 40)      3- 5
     f i el d   Ti t l e           var char ( 80)      6
     f i el d   Abst r act         var char ( 180)     8
     ’
    >
    <$r emoveme = " \ x0d"  " <b>"  " >><b =[ ^>] * >"  " </ b>" >
  </ A>

  <A NAME=sear ch>
    <var s>
    <st r f mt  " %U"  $quer y>                  <! - -  URL- escape quer y - - >
    <sandr  " [ \ ?\ #\ { \ } \ +\ \ ] "  " \ \ \ 1"  $r et >  <! - -  escape sandr  r epl ace char s
- - >
    <sandr  " xyzzy"  $r et  $r awur l s>         <! - -  put  t he quer y i n t he URLs
- - >
    <$f et chur l s = $r et >                   <! - -  URLs pl us user ’ s quer y - - >
    <ur l cp t i meout  20>
    <f et ch PARALLEL URLS=$f et chur l s $names $schemas>
      <sandr  $r emoveme " "  $r et >
      <$ht ml  = $r et >
      <hr >
      Resul t s f r om $names: <P>
      <TI MPORT MAX=3 ROW $schemas $ht ml >
        <send " $Li nk" >$Ti t l e<send " </ A>" ><BR>
        $Abst r act
        <P>
      </ TI MPORT>
      <f l ush>
    </ f et ch>
  </ A>

  <A NAME=mai n>
    <FORM METHOD=post  ACTI ON=$ur l / sear ch. ht ml >
      Sear ch mul t i pl e engi nes f or :  <I NPUT NAME=quer y SI ZE=20>
      <I NPUT TYPE=submi t >
    </ FORM>
  </ A>

  </ SCRI PT>

This script is an expanded version of our previous example. The first function <var s> sets up several parallel
variables with site-dependent information. For each site, we need to know:

• Its raw search URL ($r awur l s  )

• Its "vanilla" site name ($names  )

• A <TI MPORT> schema to parse its data ($schemas  )
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The <sear ch> function is modified from our previous example. Since we have several sites to search with
different form variables for each, we can’t use <submi t > . Instead, we use <st r f mt > and <sandr > to insert the
user’s query into our raw search URLs’ query strings, giving us $f et chur l s  .

Now we’re ready for the actual search. We call "with the PARALLEL flag to tell it we’re fetching multiple URLs
simultaneously. <f et ch> will start retrieving every URL in $f et chur l s  at once.

As soon as the first site finishes, its data is returned in $r et  and the <f et ch PARALLEL> block is entered. We
then parse the data as in our previous script, using <TI MPORT> with the appropriate $schemas  value.

When the next site returns, <f et ch PARALLEL> will loop again, and we parse that site. We proceed for each site
that returns. (The PARALLEL flag makes <f et ch> a looping statement that takes a matching </ f et ch> .)

Fastest first

It is important to note here that with the PARALLEL syntax, the sites are not simply searched one at a time in the
order they appear in $f et chur l s  . That would waste time. Instead, PARALLEL searches all sites at the same time.
So the fastest site is returned first, followed by the next fastest, etc. If one site is down, it won’t slow down our
access to the others. Rather than taking the sum of all search times to run, our script only takes as much time as the
single slowest site. Neat huh?

Parallel variables

The other trick with PARALLEL is we don’t know what order the sites will return in - the fastest site may vary from
query to query. So how do we know to apply the correct schema inside the loop? That’s where the extra vars to
<f et ch PARALLEL> come in. Any variables given after the URLS argument will be looped over in the <f et ch>
block, but in the same order as the returned sites. So whatever site returns first, we know that $schemas  is set to
the corresponding schema, and $names  is set to the corresponding name.

We ran this script and got the following results (next page):

Searching Multiple Sites Concurrently - Continued

We ran our previous multi-search example with the query t est  . (We limited the results to 3 per engine for
brevity):



101



102

Adding new sites

When we add new sites, we need a new <TI MPORT> schema to parse that site’s output, which primarily involves
writing a complex REX expression. We’ve written a utility associated with our Meta-search demo to aid in forming
new schemas: see the Bui l d a new par ser  link at the top of that demo.

In-line Search and Replace

The <f mt cp SANDBLAST> call allows us to do search and replace on multiple variables automatically, much the
same way that <f mt cp quer y> does for query mark up.

Let’s say we’re selecting columns from a table, and we want to print them in comma-separated format for export to
some other program, say a spreadsheet. To be robust, we need to check and escape sensitive characters like double-
quote in our data. We can use SANDBLAST to do this quickly:

  <A NAME=pr i nt t bl >
    <$sear ch = ’ " ’   ’ \ x0d?\ x0a’ >
    <$r epl ace= ’ " " ’  ’  ’ >
    <f mt cp SANDBLAST NOESC $sear ch $r epl ace>
    <SQL ROW " sel ect  a,  b,  c,  x,  y ,  z  f r om myt bl " >
      <sb>
        " $a" , " $b" , " $c" , " $x" , " $y" , " $z"
      </ sb>
    </ SQL>
  </ A>

We have a list of two things to search and replace:

• Replace double-quote with two double-quotes

• Replace newlines with space so a row isn’t truncated

We pass these lists to <f mt cp SANDBLAST> , which like <f mt cp QUERY> just prepares for the search, it
doesn’t start yet.

In our <SQL> loop, we select six columns from myt bl  . We simply print them in CSV format, inside a <sb>
</ sb> block. Like <mm> , <sb> turns on in-line search and replace - our CSV cleanup happens automatically
without a <sandr > call for every variable. And as with <mm> , non-variable text is unaffected - our in-line quotes
are not replaced, we want them as-is.

The NOESC flag says to not HTML-escape the variables as would normally happen - we’re printing plain text.

Note that unlike <sandr > , no characters in the replace strings are special. This allows easy replace strings, without
the need for escapement of backslash, etc.; SANDBLAST is meant for quick, bulk replacement of many variables.

(SANDBLAST was added July 8 1998, in version 2.1.899870000.)
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Dynamic Replace Strings

Sometimes a constant replace string isn’t enough. The replace text may vary depending on the context of the search
hit. Even the special replace characters available in <sandr > like \ 1 may not be enough. In such situations we
want complete control over what the replace text is, at every instance. We can use <f mt cp SANDCALL> for this.

Let’s say we have a chunk of text that contains some double-quoted sections. We want to print this in HTML, and
turn the double-quoted sections into bold. Simple: replace quote, text, quote with open-bold-tag, text, close-bold-tag.
An astute REX user can accomplish this with a single <sandr > :

  <sandr  ’ >>" =! " * " ’  " <B>\ 2</ B>"  $t ext >

But that assumes all the sections are properly double-quoted. We have human-written text, so of course it’s
inconsistent. Some sections are quoted with pairs of single-quotes instead, or a pair of backquotes, or even various
combinations.

Writing <sandr > expressions to cover all these possibilities is cumbersome. All we really need to know is whether
each match is a start or end quote. With <f mt cp SANDCALL> we can keep track of this:

(Run this example. Download the source.)

  <SCRI PT LANGUAGE=vor t ex>

  <A NAME=mai n PUBLI C>
    <FORM METHOD=post  ACTI ON=$ur l / mar kup. ht ml >
      Ent er  t ext  wi t h doubl e- quot ed sect i ons: <BR>
      <TEXTAREA NAME=t ext  ROWS=5 COLS=60>$t ext </ TEXTAREA><BR>
      <I NPUT TYPE=submi t >
    </ FORM>
  </ A>

  <A NAME=mar kup PUBLI C>
    <mai n>
    <P>For mat t ed t ext : <P>
    <$sear ch = ’ " ’  " ’ ’ "  " ‘ ‘ " >
    <f mt cp SANDCALL $sear ch bol di t >
    <sb><PRE>$t ext </ PRE></ sb>
  </ A>

  <A NAME=bol di t  PRI VATE>
    <I F $i nq eq " y" ></ B><$i nq = " n" ><ELSE><B><$i nq = " y" ></ I F>
  </ A>

  </ SCRI PT>

In our example, we accept the raw text from the user with a form and submit it to the <mar kup> function.

In <mar kup> , we use <f mt cp SANDCALL> to search for all the possible start and end quote strings. For each,
instead of a constant replace string, we call the function <bol di t > to print the replace string. Then we start
markup with <sb> as before.
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The <bol di t > function will get called for each quote string in $t ex  t. We print either an open or close bold tag to
replace it. Which one depends on the state of the $i nq variable: if y  , we’re currently inside a quoted section, so we
end it with a close tag. Otherwise, we’re outside a quoted section, so we start one with an open tag.

Let’s run our example with some text (next page):

Dynamic Replace Strings - Continued

We ran our previous example with some inconsistently quoted text, and we get:

Our text, though mis-quoted, was nonetheless properly bolded.

The SANDCALL callbacks are also passed several parameters. By combining these with the state variables, we can
construct complex parsers (next page):

Parsing Forms with SANDCALL

Every time <f mt cp SANDCALL> calls a replace function, it passes several parameters:

• hit
The text string matching the REX search expression.
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• expn
The index number of the expression which matched. This is useful if we map several expressions to one
function and want to find out which expression matched.

• tag
The first HTML tag name in the matching test.

• attrs
A list of the attribute names of that tag.

• vals
A list of the corresponding values of the attributes.

The last three parameters are useful for on-the-fly parsing of HTML. For example, we could use them to parse an
HTML page for forms, and save what variables in needs:

  <SCRI PT LANGUAGE=vor t ex>

  <EXPORT $i d URL>

  <A NAME=mai n PUBLI C>
    <FORM METHOD=post  ACTI ON=$ur l / sear ch. ht ml >
      Ent er  URL:
      <I NPUT NAME=t heur l  SI ZE=60 VALUE=" $t heur l " >
      <I NPUT TYPE=submi t >
    </ FORM>
  </ A>

  <A NAME=sear ch PUBLI C>
    <mai n>
    <ur l cp r epar ent mode abs>              <! - -  f ul l  URLs - - >
    <f et ch $t heur l >
    <$doc = $r et >
    <! - -  Tags we want  t o sear ch f or ,  and t he cor r espondi ng
      - -  f unct i on t o cal l  f or  each:
      - - >
    <$sear ch = " <FORM=! >* "  " <I NPUT=! >* "  " <TEXTAREA=! >* >=! <* "
      " <SELECT=! >* "  " <OPTI ON=! >* >=! [ \ x0A<] * "  " </ SELECT=! >* "
    >
    <$cal l    = f or mt ag     i nput t ag     t ext ar eat ag
      sel ect t ag     opt i ont ag                endsel ect t ag
    >
    <! - -  Cr eat e t he dat a t abl es.   We onl y need t o cr eat e t hem once;
      - -  t hey’ r e dr opped each t i me her e onl y f or  t hi s qui ck
      - -  exampl e:
      - - >
    <SQL " dr op t abl e f or ms" ></ SQL>
    <SQL " dr op t abl e t ags" ></ SQL>
    <SQL " cr eat e t abl e f or ms( i d count er ,  Met hod var char ( 10) ,
       Ur l  var char ( 100) ) " >                <! - -  t abl es f or  f or ms - - >
    </ SQL>
    <SQL " cr eat e t abl e t ags( For mI d count er ,  Name var char ( 10) ,
        Type var char ( 10) ,  User Val ue var char ( 10) ,  SendVal ue var char ( 10) ) " >
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    </ SQL>
    <SQL " cr eat e i ndex xf i d on f or ms( i d) " ></ SQL>
    <SQL " cr eat e i ndex xt i d on t ags( For mI d) " ></ SQL>
    <f mt cp SANDCALL $sear ch $cal l >
    <CAPTURE><sb>$doc</ sb></ CAPTURE>
    <showr esul t s>
  </ A>

  <A NAME=f or mt ag PRI VATE at t r s val s>     <! - -  we got  a <FORM> t ag - - >
    <$u = ><$met h = >
    <LOOP $at t r s $val s>
      <upper  $at t r s>
      <SWI TCH $r et >
        <CASE " METHOD" ><$met h = $val s>
        <CASE " ACTI ON" ><$u = $val s>
      </ SWI TCH>
    </ LOOP>
    <SQL " i nser t  i nt o f or ms val ues( count er ,  $met h,  $u) " ></ SQL>
    <$For mI d = $i d>                       <! - -  new FORM i d - - >
  </ A>

  <A NAME=t agi nser t  PRI VATE>              <! - -  i nser t  a compl et ed t ag - - >
    <SQL NOVARS " i nser t  i nt o t ags
       val ues( $For mI d,  $name,  $t ype,  $uval ,  $sval ) " >
    </ SQL>
  </ A>

  <A NAME=i nput t ag PRI VATE at t r s val s>    <! - -  we got  an <I NPUT> t ag - - >
    <$name = ><$t ype = " TEXT" ><$uval  = ><$sval  = >
    <LOOP $at t r s $val s>
      <upper  $val s><$v = $r et >
      <upper  $at t r s>
      <SWI TCH $r et >
        <CASE " TYPE" ><$t ype = $v>
        <CASE " NAME" ><$name = $val s>
        <CASE " VALUE" ><$uval  = $val s><$sval  = $val s>
      </ SWI TCH>
    </ LOOP>
    <t agi nser t >
  </ A>

  <A NAME=t ext ar eat ag PRI VATE hi t  at t r s val s>     <! - -  <TEXTAREA> t ag - - >
    <$name = ><$t ype = " TEXTAREA" ><$uval  = ><$sval  = >
    <LOOP $at t r s $val s>
      <upper  $at t r s>
      <SWI TCH $r et >
        <CASE " NAME" ><$name = $val s>
      </ SWI TCH>
    </ LOOP>
    <r ex " >>\ >\ P=! \ <* "  $hi t >
    <$uval  = $r et >
    <$sval  = $r et >
    <t agi nser t >
  </ A>
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  <A NAME=sel ect t ag PRI VATE hi t  at t r s val s>   <! - -  <SELECT> - - >
    <$name = ><$t ype = " SELECT" ><$uval  = ><$sval  = >
    <LOOP $at t r s $val s>
      <upper  $at t r s>
      <SWI TCH $r et >
        <CASE " NAME" ><$name = $val s>
      </ SWI TCH>
    </ LOOP>
    <! - -  Wai t  f or  opt i ons. . .  - - >
  </ A>

  <A NAME=opt i ont ag PRI VATE hi t  at t r s val s>       <! - -  <OPTI ON> - - >
    <$uv = ><$sv = >
    <LOOP $at t r s $val s>
      <upper  $at t r s>
      <SWI TCH $r et >
        <CASE " VALUE" ><$sv = $val s>
      </ SWI TCH>
    </ LOOP>
    <r ex " >>\ >\ P=. * "  $hi t >
    <$uv = $r et >
    <I F $sv eq " " ><$sv = $uv></ I F>
    <! - -  Append t o our  uval / sval  l i s t  f or  t hi s <SELECT>:  - - >
    <$uval  = $uval  $uv>
    <$sval  = $sval  $sv>
  </ A>

  <A NAME=endsel ect t ag PRI VATE>           <! - -  </ SELECT> - - >
    <! - -  OPTI ONs ar e now done.   Sum t hem up and i nser t  i nt o i nser t :  - - >
    <sum " , %s"  " "  $sval >                  <! - -  cat  $sval  t oget her  - - >
    <subst r  $r et  2 - 1>
    <$sval  = $r et >
    <sum " , %s"  " "  $uval >                  <! - -  cat  $uval  t oget her  - - >
    <subst r  $r et  2 - 1>
    <$uval  = $r et >
    <t agi nser t >
  </ A>

  <A NAME=showr esul t s PUBLI C>
    <P>Resul t s: <P>                        <! - -  dump t he t abl es - - >
    <SQL " sel ect  *  f r om f or ms" >
      <HR>
      <B>For m i d: </ B> $i d <BR>
      <B>Met hod: </ B> $Met hod <BR>
      <B>Ur l : </ B> $Ur l  <BR>
      <P>
      <SQL " sel ect  *  f r om t ags wher e For mI d = $i d" >
        <B>Name: </ B> $Name <B>Type: </ B> $Type
        <B>User  Val ues: </ B> $User Val ue <BR>
      </ SQL>
      <A HREF=$ur l / submi t f or m. ht ml >Fet ch i t </ A>
    </ SQL>
  </ A>
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  <A NAME=submi t f or m PUBLI C>              <! - -  Submi t  t he f or m $i d.  - - >
    <$dumvar s = a b c d e f  g h i  j >
    <$dumval s = A B C D E F G H I  J>
    <SQL MAX=1 " sel ect  Ur l ,  Met hod f r om f or ms wher e i d = $i d" >
      Submi t t i ng $Ur l  <P>
      <f l ush>
      <SQL " sel ect  Name,  SendVal ue,  Type f r om t ags wher e For mI d =
$i d" ></ SQL>
      <LOOP $Name $SendVal ue $dumvar s $dumval s>
        <I F $Name neq " " >
          <set var  $dumvar s $Name>
          <r ex " >>=[ ^ , ] * "  $SendVal ue>     <! - -  onl y 1st  val ue - - >
          <I F $r et  eq " " >                 <! - -  no val ue? - - >
            <SWI TCH $Type>                <! - -  set  a val ue f or  var  - - >
              <CASE " TEXTAREA" ><$r et  = " User  t ext  dat a" >
              <CASE " TEXT" ><$r et  = " User  i nput  dat a" >
            </ SWI TCH>
          </ I F>
          <set var  $dumval s $r et >
        </ I F>
      </ LOOP>
      <ur l cp r epar ent mode abs>            <! - -  f ul l  l i nks - - >
      <! - -  Her e’ s wher e t hose <set var >s ar e used.   We submi t t ed our
        - -  dummy var s t o <submi t >,  but  set  t hei r  val ues AND NAMES
        - -  v i a <set var > above.   That ’ s why t he var i abl e names her e
        - -  ar e var i abl es t hemsel ves;  <submi t > i s  one of  t he f ew
        - -  f unct i ons we can pul l  of f  t hi s st unt  wi t h:
        - - >
      <submi t  METHOD=$Met hod URL=$Ur l  $a=$A $b=$B $c=$C $d=$D $e=$E
         $f =$F $g=$G $h=$H $i =$I  $j =$J>
      Resul t :  <HR><send $r et >
    </ SQL>
  </ A>

  </ SCRI PT>

Our mai n function prompts for a URL to parse.

sear ch fetches that URL, and uses <f mt cp SANDCALL> to parse it. We have several search expressions
corresponding to the important form tags we’re concerned with. Each will call a function xxxt ag when it matches.

Each xxxt ag callback function loops over the tag’s attributes and inserts the needed data into two tables, f or ms
and t ags  . f or ms  contains the form URLs and their methods. t ags  contains the variables, types, and values
(user-visible and server-sent data).

Some tags are fairly simple; <FORM> and <I NPUT> are self-contained. But others, like <SELECT> , span multiple
tags: the <SELECT> gives the name, but we need multiple <OPTI ON> tags to give us all the values. We save each
option into the $uval  and $sval  arrays, until a </ SELECT> tells us the var’s done. Then we just cat the values
together, comma-separated for ease of retrieval. (A more robust application might encode them differently.)

Finally, the showr esul t s  function dumps our form data tables back out.
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When we ran this against Thunderstone’s message-keeper demo, which contains a form, we get (next page):

Parsing Forms with SANDCALL - Continued

We ran our previous example against a URL with a form:

We see the form variables and their possible values, all neatly parsed into our tables.

If we click on the "Fetch it" link, we can use our table data to automatically submit this form, in our
<submi t f or m> function (next page):

Parsing Forms with SANDCALL - Continued

We clicked on the previous example’s "Fetch it" link to submit a previously parsed form, and we get:
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Our submi t f or m function pulled the needed information from the table, and used <submi t > to send it. The
results were then displayed.

submi t f or m inserts dummy data for empty text variables; that’s why we got "User  t ext  dat a " for the
textarea box on this form.

We used a neat trick with the <set var > function to set the <submi t > variables: the arguments to <submi t > are
fixed, yet both their names and values must be dynamically obtained from the tables. <set var > lets us set an
arbitrary variable’s value at run time, and <submi t > lets us make the variable’s names be variables themselves.

Other uses

The form data we parsed has other uses. We could attach it to a Web search engine, letting users know that a result
page has a search form on it. Or we could make a search-engine search engine, letting users search for just "engines"
instead of pages. Or we could probe forms on the ’net with a Web crawler, to find out what they contain perhaps:
any page with a search form usually contains much more data behind it.

FTPing Large Files

In addition to HTTP, the <f et ch> and <submi t > functions can also access FTP and Gopher sites.
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We can send the value of $dat a to the file dest f i l e on an FTP site with this:

  <submi t  METHOD=put  URL=f t p: / / f t p. mysi t e. com/ i ncomi ng/ dest f i l e
     DATA=$dat a>

With the FROMFI LE and TOFI LE options, we can transfer data directly to and from a file. This saves the memory
overhead of reading large files into memory first:

  <submi t  METHOD=put  URL=f t p: / / f t p. mysi t e. com/ i ncomi ng/ dest f i l e
     FROMFI LE=/ usr / l ocal / bi gf i l e>

A script could use this to transfer raw bulk data between machines on an automated basis.

Texis Web Server - vhttpd

The Texis Web Server - vht t pd - is a standalone web server packaged with Texis. It has the ability to execute
Vortex scripts directly in the server, without needing a separate CGI layer.

Performance

By tightly integrating the Web server and Vortex, and stripping the server of performance-robbing features,
vht t pd can outperform an Apache server/CGI Vortex setup by 20%. In a high-hit environment this can be a
significant performance gain.

Complex servers such as Apache are feature-rich, but those same features can degrade performance:

• Looking for . ht access  files in every directory on every fetch

• Passing the URL among many modules for modification

• Server-side includes

Script source security

By default, the Texis Web Server will not allow files with no extension to be retrieved, without a config command
to allow them. This keeps Vortex script source code secure automatically, regardless of what directory it’s in.

Entry/Exit scripts

Additionally, because it is integrated with Vortex, vht t pd has the ability to run Vortex scripts for any URL, not
just explicitly-Vortex URLs. The server can be configured to run an Ent r yScr i pt  and Exi t Scr i pt  before and
after every URL fetched on the server, including vanilla file fetches. This provides the powerful ability to monitor
and configure the web server’s content.

For example, an entry script could be defined to check permissions before a fetch, and redirect the user elsewhere on
error. Or it could print standard look-and-feel HTML for the entire site, easily changeable since it’s in one script.
Load balancing could be done by checking the server load, or the remote user’s host, and denying users when load
doesn’t permit.

The exit script could also print HTML, or directly log the transfer to a SQL table instead of just a transfer.log file.
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Config

The Texis Web Server supports a subset of the same config file format that Apache does, making migration easy.
The primary difference is the addition of the Vor t exPat h config command to specify what URL directly-executed
Vortex scripts are to be under. This would replace an Apache server’s Scr i pt Al i as  command (though
Scr i pt Al i as  is supported).

Profiling

Uses - Message routing / Notification / Ad rotation / News filtering

In a typical text search application you will have a database with a large number of fairly static documents against
which ad-hoc text queries are issued.  Some applications have different characteristics.  If you have a large static set
of queries, and various documents that you would want to run all queries against, then you should consider the
profiling features of Texis.

Profiling is used when you have documents passing through or being added to the system, and need to be matched
against a relatively static set of queries.  Some examples of where profiling is useful are message routing,
notification, ad rotation and news filtering.

In message routing you are trying to find where to send particular messages based on keywords in the messages.
The driving table contains queries, and a destination.  When a document arrives a query is generated, and then
issued against the table with the queries.  This yields a list of destinations to which the message can be forwarded.
The notification and news filtering applications are similar.  With notification you can store the hit information, such
as an id to the query and the message in a table, and notify the user that there are new matches for their query.  For
news filtering you might only want to keep news articles people are interested in.

Profiling can be used for ad rotation if you are selling particular keywords.  In this case you will be sending the users
query against the list of keywords for the ads, and the result will be a list of ads that bought keywords the user
searched for.  If the user entered a long query then you would need to decide how to pick an ad.

<Profiler> and LIKEIN - How to use

The two features in Texis that support profiling are the <profiler> function in Vortex, and the LIKEIN query in the
SQL engine.  The LIKEIN query in the SQL engine takes a query, and finds those records with a matching field.  An
example in Vortex would be:

<SQL ROW “ SELECT i d FROM quer i es WHERE quer y LI KEI N $doc” >
<pr ocessr esul t >

</ SQL>

The <profiler> function in Vortex is used to generate a more efficient query.  The raw document that is received
may contain many words that are not in any query, or have the same word repeated many times.  The <profiler>
function extracts the required portions of the document and generates a more appropriate query.  The initial setup of
the profiler can be expensive, so the program that is doing the profiling should stay running, and keep the profiler
initialized.  A typical profiler application would have code similar to:

<pr of i l er  I NI T quer i es pr of  quer y>
<whi l e 1 eq 1>
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<get document >
<$doc=$r et >
<pr of i l er  GET $doc pr of >
<SQL ROW “ SELECT i d FROM quer i es WHERE quer y LI KEI N $r et ” >

<pr ocessr esul t >
</ SQL>

</ whi l e>

Metamorph counter index

The Metamorph counter index is a special type of metamorph index.  It has all of the features of the normal
Metamorph index, but in addition supports the LIKEIN query.  If you are using LIKEIN then you should create a
metamorph counter index.  Using LIKEIN is most useful when you have a large number of queries, anywhere from
10,000 to over a million.  Without the metamorph counter index Texis would effectively have to run each query
against the document, which is what you are trying to avoid with LIKEIN, <profiler>, and the metamorph counter
index.


